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Zusammenfassung

Bildgebende mikroskopische Verfahren erméglichen Forschern, Einblicke in komplexe, bisher
unverstandene Prozesse zu gewinnen. Um den Forschern den Weg zu neuen Erkenntnissen zu
erleichtern, sind hoch-automatisierte, vielseitige, genaue, benutzerfreundliche und zuverlassige
Methoden zur Partikeldetektion und Instanzsegmentierung erforderlich. Diese Methoden sollten
insbesondere fiir unterschiedliche Bildgebungsbedingungen und Anwendungen geeignet sein, ohne
dass Expertenwissen fiir Anpassungen erforderlich ist. Daher werden in dieser Arbeit eine neue
auf Deep Learning basierende Methode zur Partikeldetektion und zwei auf Deep Learning basie-
rende Methoden zur Instanzsegmentierung vorgestellt. Der Partikeldetektionsansatz verwendet
einen von der Partikelgrofie abhéngigen Hochskalierungs-Schritt und ein U-Net Netzwerk fir die
semantische Segmentierung von Partikelmarkern. Nach der Validierung der Hochskalierung mit
synthetisch erzeugten Daten wird die Partikeldetektionssoftware BeadNet vorgestellt. Die Ergeb-
nisse auf einem Datensatz mit fluoreszierenden Latex-Kiigelchen zeigen, dass BeadNet Partikel
genauer als traditionelle Methoden detektieren kann. Die beiden neuen Instanzsegmentierungsme-
thoden verwenden ein U-Net Netzwerk mit zwei Decodern und werden fiir vier Objektarten und
drei Mikroskopie-Bildgebungsverfahren evaluiert. Fiir die Evaluierung werden ein einzelner nicht
balancierter Trainingsdatensatz und ein einzelner Satz von Postprocessing-Parametern verwendet.
Danach wird die bessere Methode in der Cell Tracking Challenge weiter validiert, wobei mehrere
Top-3-Platzierungen und fiir sechs Datensitze eine mit einem menschlichen Experten vergleichbare
Leistung erreicht werden. Auflerdem wird die neue Instanzsegmentierungssoftware microbeSEG
vorgestellt. microbeSEG verwendet, analog zu BeadNet, OMERO fiir die Datenverwaltung und bietet
Funktionen fir die Erstellung von Trainingsdaten, das Trainieren von Modellen, die Modelleva-
luation und die Modellanwendung. Die qualitativen Anwendungen von BeadNet und microbeSEG
zeigen, dass beide Tools eine genaue Auswertung vieler verschiedener Mikroskopie-Bilddaten
ermoglichen. Abschlieflend gibt diese Dissertation einen Ausblick auf den Bedarf an weiteren
Richtlinien fiir Bildanalyse-Wettbewerbe und Methodenvergleiche fiir eine zielgerichtete zukiinftige
Methodenentwicklung.






Abstract

Microscopy imaging enables researchers to gain insight into complex processes not understood
so far. Reducing the time to insight for researchers requires highly automated, versatile, accurate,
easy-to-use, and reliable particle detection and instance segmentation methods. In particular, such
methods should perform well for different imaging conditions and applications without requiring
expert knowledge for domain adaptation. Therefore, this thesis presents a new deep learning-
based particle detection method and two deep learning-based instance segmentation methods. The
particle detection approach uses a particle size-dependent upsampling pre-processing and a U-Net
for the semantic segmentation of particle markers. After validating the upsampling pre-processing
with synthetically created data, the corresponding particle detection tool BeadNet is introduced.
Furthermore, results on a real-world fluorescent bead data set show that BeadNet can outperform
traditional particle detection methods. The two novel instance segmentation methods use a double-
decoder U-Net and are evaluated for four object types and three microscopy imaging techniques.
A single unbalanced training data set and a single post-processing parameter set are used for this
evaluation. The superior method is further validated in the Cell Tracking Challenge, reaching
multiple top-3 rankings and human performance on six data sets. Furthermore, this thesis presents
the new instance segmentation tool microbeSEG. Similar to BeadNet, microbeSEG uses OMERO
for data management and provides training data creation, model training, model evaluation, and
model application functionalities. The qualitative applications of BeadNet and microbeSEG show
that these tools enable the accurate processing of many different microscopy image data. Finally,
this thesis provides an outlook on the need for more guidelines for image analysis competitions
and method comparisons for future method development.
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Introduction

State-of-the-art microscopy imaging techniques and microfluidic lab-on-chip systems with highly
precise environmental control enable researchers from life sciences and engineering to gain insight
into ever more complex processes that are not understood so far [1]-[7]. Objects need to be
individually detected or segmented to extract quantities like object counts or size distributions from
the acquired images. Due to the large amount of data and objects, manual analysis is inefficient and
often infeasible. In addition, low-resolution and low-contrast objects can be challenging to detect,
even for human experts. Thus, highly automated, versatile, accurate, and reliable object detection
and instance segmentation methods are required to reduce the time to insight. However, virtually
error-free analysis of acquired microscopy images remains a challenge. Contrast and signal-to-noise
ratio can be low due to lighting and technical limitations, such as avoiding phototoxic stress in
biotechnological applications or tradeoffs between frame rate, exposure time, and spatial resolution.
Furthermore, adjacent objects can have unclear boundaries, and domain gaps exist between and
within experimental data sets.

In recent years, supervised deep learning methods have outperformed traditional methods in
many image processing tasks [8]-[12]. For training such supervised methods, annotated data sets
are required. While many annotated data sets exist for tasks like driver assistance and autonomous
driving [13]-[15] or object detection in everyday scenes [8], [16], the diversity of microscopy
imaging and sample preparation techniques and task intrinsic variations make it challenging to
find appropriate training data sets, e.g., for different cell genotypes and phenotypes with different
morphologies and behavior in industrial biotechnological processes. Consequently, there is a
demand for newly annotated task- and domain-specific training data. However, the annotation
of training data is time-consuming. Thus, deep learning methods are needed that do not require
extensive training data sets and can learn to distinguish adjacent objects from only a few adjacent
examples. In addition, these methods should be able to deal with various image domains, such as
fluorescence and phase contrast microscopy images.

The key advantages of deep learning-based methods over traditional image processing methods
are that they are more versatile and do not require expert knowledge to adapt to a particular
application. In most cases, a researcher only needs to create new training data for adaptations to
new imaging or experimental settings. In contrast, adapting sophisticated task-specific traditional
image processing pipelines requires expert knowledge of the underlying method and, in some cases,
code adaptations. Thus, even for experts, it can be more efficient to create new training data and train
a deep learning-based method, given that a comprehensive tool covering data management, training
data creation, model training, and model application exists. So far, there is a lack of such complete
tools for object detection and instance segmentation of microscopy images. However, the research
on deep learning and its applications is progressing rapidly with many parallel developments.

This thesis aimed to leverage supervised deep learning for efficient particle detection and instance
segmentation in microscopy images. In this context, efficient means (i) that small training data
sets are sufficient to train a deep learning model with reasonable quality, i.e., less than one hour
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Figure 1.1: Simple Image Sensor Model. Poisson-distributed photons hit the pixel area during the exposure time and
release electrons (quantum efficiency 7). The charges are stored in a potential well and, during readout, converted by a
charge amplifier into a voltage. Finally, the signal is digitized. In the linear signal model, the variances ¢” of all noise
sources add up linearly [18]. Hllustration inspired by [18].

of annotation time should be needed, (ii) that the deep learning method is versatile and works
for several domains, i.e., a single trained model should be able to accurately process multiple
object types and shapes and data acquired with different microscopy techniques, and (iii) that the
method needs almost no hyperparameter or post-processing fine-tuning, which enables to build
easy-to-use tools. The developed methods were successfully applied to particle detection and cell
segmentation. Moreover, the particle detection method has been validated on a newly created bead
data set, whereas the instance segmentation method has been validated in the Cell Segmentation
Benchmark (CSB) and the Cell Tracking Benchmark (CTB) of the Cell Tracking Challenge (CTC).
In addition, both methods are integrated into new tools for efficient microscopy image analysis.
The comprehensive workflow of the instance segmentation tool has been examined on microbe
data. Though biomedical and biotechnological microscopy data have mostly been used for method
development in this thesis as these data have extrinsic and intrinsic variations and are challenging
to process, the presented methods and tools are not limited to this research area and can also be
applied, for instance, to material science data.

This chapter presents the theoretical background and related work, i.e., image acquisition and
digital image processing fundamentals, particle detection methods, and instance segmentation
methods. Furthermore, it is referred to existing software solutions and the open research questions
on which this thesis is based are formulated.

1.1 Image Acquisition and Digital Image Processing

1.1.1 Digital Image Representation and Image Formation

During image formation, the 3D object space is projected onto a 2D image plane — technically, in
visual systems, the 3D world is reconstructed from 2D images. An image represents the spatial
distribution of the irradiance at this plane [17]. Digital images are stored as matrices, and an element
of such a matrix is called a pixel for 2D images. Figure 1.1 shows a simple model of an image
sensor. Light, or more exact photons, hits the pixel area of an image sensor and releases several
electrons (photoelectric effect). The charges are stored and converted into a voltage that is digitized.
In this process, the quantization maps the measured irradiance to a finite number of discrete gray
values. Digitization also means sampling the image at selected positions on a discrete grid. Thus,
the gray value of a pixel is the integral over the area of a pixel. The sampling theorem states that
sampling loses no information if no wavenumber is larger than the Nyquist wavenumber [17].
There are several noise sources in the image formation process, e.g., Poisson distributed photon
noise, dark noise, or quantization noise. Usually, the signal-to-noise ratio (SNR) increases with
higher image intensities.
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Figure 1.2: Overview of Microscopy Image Techniques and Image Processing Challenges. Data sources:
a — Forschungszentrum Julich GmbH, IBG-1; b, c, d, g, h — Cell Tracking Challenge [27], [28], e — Lizard data set [29],
f — BeadNet [30], i — microbeSEG data set [31], j - BBBC006v1 [32].

1.1.2 Microscopy

Microscopy deals with imaging objects and structures typically below the resolution limit of the
human eye. The theoretical resolution limit of a microscope depends on the wavelength of the
radiation used. Special microscopy imaging techniques [19]-[22], fluorescent tags [23], [24], or
staining methods [25], [26] need to be applied to improve the contrast, e.g., for the imaging of
colorless and transparent specimens and structures or to highlight structures of interest. Figure 1.2
shows exemplary images of biological cell data acquired with phase contrast microscopy (PhC,
Figure 1.2a), fluorescence microscopy (Fluo, Figure 1.2b), bright-field microscopy (BF, Figure 1.2c),
differential interference contrast microscopy (DIC, Figure 1.2d), and multi-channel bright-field
microscopy (1.2e).

Technical limitations and tradeoffs, e.g., between spatial resolution, temporal resolution (imaging
speed), exposure (SNR), and phototoxicity in live cell imaging [21], [33], [34], have a huge impact
on the image acquisition and image quality and complicate automated image processing of acquired
images. Low object resolution (Figure 1.2f), low SNR (Figure 1.2g), low contrast (Figure 1.2h),
adjacent objects with unclear boundaries (Figure 1.2i), and focus drift (Figure 1.2j) are, therefore,
common challenges in detection and segmentation tasks involving microscopy images. In addition,
the diversity of the imaging, staining, and fluorescent tagging techniques and the variety of object
shapes, textures, and sizes complicate image processing further.

1.1.3 Neighborhood Operations

Analyzing the gray values of an image in a small neighborhood can be useful for tasks like object
recognition [17]. For instance, gray value changes are usually small within a uniform object and
large at the object-background transition. Neighborhood operations combine pixels locally and
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Figure 1.3: Neighborhood Operation with a Smoothing Filter. An illustrative way to apply a filter is to place it on
top of the image, multiply the overlapping values, and sum up the products. The feature map can then be calculated by
moving the filter over the image (mathematically a convolution with a filter/kernel). The shown smoothing filter is a
binomial filter [17]. Pixels contributing to the indicated output pixel are highlighted in blue.

extract certain features of interest from an image or filter information (see Figure 1.3). The result is
called a feature image or feature map, and the operators are also called filters. Images need to be
extended periodically, padded with constant values, or extrapolated for using a filter at the image
boundaries if the feature map size should be equal to the image size. Among others, there are
smoothing filters, e.g., Gaussian filters to suppress Gaussian noise, rank value filters, e.g., median
filters for filtering outliers, and filters for computing gradient estimates. For higher-order filtering,
the filters are applied several times. Multiple filters usually need to be applied subsequently for
extracting high-level features like objects in an image, e.g., Gaussian filters, edge detection filters,
and Gabor filters for texture analysis.

1.1.4 Deep Learning

In traditional image processing and computer vision, hand-crafted feature engineering approaches
dominated. Back then, tasks such as image classification usually required a processing step called
feature extraction — a complex and application-specific task since it is necessary to define which
features are important in each given image for each class [35]. The extracted features and the
corresponding ground truth class labels were then used to train a classifier, e.g., shallow neural
networks [36], support vector machines [37], or random forests [38]. In contrast, deep neural
networks with more than one hidden layer between input and output learn the feature extraction
and the classification end-to-end directly from the images and the class labels (see Figure 1.4).
This deep learning approach can result in a higher accuracy due to the use of more complex and
significant features but generally requires a higher computational effort and more training data, i.e.,
pairs of images and ground truths like class labels for image classification. Besides a better accuracy
than traditional methods in many image processing tasks, e.g., image classification and object
detection [8], [39], semantic segmentation [40], [41], instance segmentation [42], [43], surface defect
detection [12], [44], and image restoration [11], [45], a further advantage to traditional methods is
that less domain-specific expertise is required since no hand-crafted feature definitions are used.

Even though trained artificial neural networks have been around since the 1960s [46], deep
learning in computer vision gained significant attention mainly with the success of the deep
neural network AlexNet [47] in the ImageNet Large Scale Visual Recognition Challenge for image
classification and object detection [8]. Crucial to the (continued) success of deep learning are
advances made in hardware technologies and high-performance computing, a better understanding
of the training process, deep neural network architectures, and the availability of (annotated)
data [48]-[51]. Deep learning overviews are provided in [46], [52]-[54], and a comprehensive
introduction can be found in [55].
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Figure 1.4: Traditional and Deep Learning Workflow for Image Classification. Traditional computer vision
typically requires a feature engineering step before training a classifier, such as shallow neural networks or support vector
machines (a). The features can, for instance, rely on the image intensity distribution or texture. Exemplary output classes
for a biomedical application are healthy, cancer, and infectious disease, while defect classes are used in industrial surface
inspection processes. Deep neural networks are trained end-to-end and do not rely on manual feature engineering (b).
This end-to-end learning allows the utilization of more complex features but requires a higher computational effort. Note:
deep neural networks with only fully connected layers are usually not used since they are difficult to train. Illustration
inspired by [35]. @ - input neuron (one for each feature/pixel), @/ @ - hidden/output neuron with learnable weights.

Convolutional Neural Networks

Figure 1.5a shows common components of a convolutional neural network (CNN) for image clas-
sification: (i) convolutional layers with learnable kernels for feature extraction, (ii) activation
functions to scale features and to prevent linearity enabling the learning of non-linear functions,
(iii) normalization layers to stabilize the training, (iv) pooling layers for dimensionality reduction,
and (v) fully connected layers, which are mainly used as output layers performing high-level reason-
ing [49]. Usually, a CNN consists of multiple blocks of convolutional layers, activation functions,
normalization layers, and pooling layers. As a result, features are aggregated at different scales,
enabling the encoding of more abstract features in the deeper layers [49]. In addition, the pooling
reduces the number of connections between convolutional layers.

A convolutional layer can be interpreted as a collection of learned neighborhood operations for
feature extraction. Therefore, multiple learnable kernels are used within a layer. New feature maps
are obtained by convolving the outputs from the previous layer with the kernels of the current layer.
Hence, each kernel goes over the whole channel dimension. Thus, speaking of a 1 X 1 convolution
means a 2D convolution with a 1 X 1 X C kernel, where C denotes the number of channels (feature
maps). An advantage to fully connected layers, which connect all neurons in the previous layer to
every single neuron of the current layer, is that each neuron of a feature map is only connected to a
region of neighboring neurons in the previous layer. In addition, weights are shared. Together with
the dimensionality reduction in pooling layers, this leads to a significant reduction of parameters.
For instance, 124 million of the 138 million parameters of the CNN VGG-16 [56] are located in the 3
output fully connected layers, while 14.7 million weights are in the 16 convolutional layers [57].
The reduced model complexity makes CNNs easier to train than fully connected networks.
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Figure 1.5: Common CNN Components. CNNs use convolutional layers that rely on learning neighborhood opera-
tions (see Figure 1.3). Usually, multiple convolutional and pooling layers are used for subsequent feature extraction and
dimensionality reduction. Activation functions are applied to scale features and to prevent linearity, while normaliza-
tion layers help to stabilize the training. In contrast to image classification (a), pixel-wise predictions are needed for
segmentation. Therefore, upsampling layers can be used. The concatenation of upsampled feature maps and further
convolutional layers allows the combining of features from different scales without losing pixel accuracy (b). Note: shown
convolution inputs are padded; batch normalization and maximum pooling are shown in (a); no activation functions and
normalization layer are shown in (b). B - feature map, [l - learnable kernel, H/W/C/N - height/width/channel/batch
dimension, @ - normalization layer, 10 - pooling, ® - output neuron with learnable weights.

When designing a CNN architecture, not only the number and the arrangement of the single layers
need to be specified but also some layer-specific parameters: kernel size, number of kernels, stride,
and input padding for each convolutional layer, activation functions for each layer, e.g., the rectified
linear unit activation function (ReLU), the normalization layer type like batch normalization [58],
and the pooling layer type, e.g., maximum pooling or learnable 2 X 2 convolutions with stride
two. A summary of CNN components is provided in [49]. Furthermore, pixel-wise predictions are
needed for image segmentation. One way to restore the initial spatial resolution of the input image
after the subsequent feature extraction and dimensionality reduction is to use upsampling layers.
Common choices are max unpooling [59], traditional upsampling methods, or learnable transposed
convolutions [49]. Often, further convolutional layers are applied after upsampling layers for feature
refinement. Some segmentation architectures use skip connections that concatenate corresponding
feature maps to retain the positional information lost during downsampling [60] (see Figure 1.5b).

The receptive field of a CNN is defined as the input region which can contribute to an output or
output pixel and depends on the number and type of convolutional, pooling, and unpooling layers.
Usually, the objects to segment should be smaller than the receptive field so that the CNN can learn
appropriate features.

U-Net Architecture

The U-Net architecture is an encoder-decoder CNN architecture for image segmentation and consists
of convolutional, pooling, and upsampling layers [61]. In addition, skip connections with feature
map concatenation are used to retain positional information. Figure 1.6 shows the U-Net architecture,
a common CNN architecture for analyzing microscopy images [62], [63]. Due to its success, many
U-Net derivates have been developed, e.g., UNet++, which combines U-Nets of varying depths into
one unified architecture and uses redesigned nested and dense skip connections [64], UNet 3+ that
uses full-scale skip connections and deep supervision [65], the recurrent residual CNN R2U-Net [66],
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Figure 1.6: U-Net Architecture. The U-Net architecture is an encoder-decoder CNN with upsampling layers and
feature map concatenation. Note: concatenated are the outputs of the last convolutional layer in a block and of the
corresponding transposed convolutional layer. H/W/C - height/width/channel dimension.
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Figure 1.7: Training Process Components. Besides the CNN architecture design and training data quality and
quantity, the training process plays an important role in achieving high-quality results. Thus, augmentations (shown:
rotation, scaling, noise), the loss function, the optimizer, learning rate schedulers, batch size, and stopping criteria need
to be selected and adjusted carefully. Note: for segmentation, the ground truths may also need to be transformed, e.g.,
for scaling augmentations.

two stacked U-Nets called DoubleU-Net [67], and more [63]. However, standard U-Net architectures
can still produce state-of-the-art results [41].

Training Process

Figure 1.7 provides an overview of the training process components and their interactions. First,
training data are needed, i.e., images and corresponding ground truths. For image classification,
the ground truths are class labels. For image segmentation, the ground truths are segmentation
masks. Often, the ground truths are manually or semi-automatically annotated, which means that
the ground truth may not be error-free since intra-annotator and inter-annotator variability exist,
which may affect the training [68], [69]. The training data are split into a training subset for model
parameter update estimation and a validation subset for an unbiased evaluation of the model.
Data augmentation is applied to enhance the training data set and to increase the generalization
performance of a trained CNN model [70]. Image augmentation techniques include photometric
and contrast transformations, blurring, noise, and geometric transformations, such as rotation,
scaling, and perspective transformations. Augmentation in the feature space is also possible.
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Figure 1.8: Particle Detection and Instance Segmentation. For particle detection, estimating a localization marker
representing a single particle is sufficient (a). In contrast, instance segmentation provides full shape and positional
information (b, instances are color-coded). Particle detection has the advantage that ground truths can be annotated
quicker, while instance segmentation can deliver more information for evaluation. Thus, the choice of particle detection
or instance segmentation is application-specific. Especially if uniform, poor-resolved particles of known size need to be
counted, particle detection can be more efficient than instance segmentation.

For segmentation, some augmentations, e.g., rotation, require a similar transformation of the
corresponding ground truth. Albumentations is a Python library that implements a variety of image
transform operations [71].

After augmentation, a batch of augmented images is fed into the network, which yields the
predictions. A suitable loss function is needed to measure the deviation of the prediction to
the ground truth. This loss function needs to be selected carefully and depends on the task
and the data representation. A survey of loss functions is provided in [72] and [73]. The loss
function must be differentiable for the optimization process based on error backpropagation [74] and
gradient descent [75]. This optimization process is challenging since the loss landscape can be non-
convex [76]. Common optimizers are Adam [77], SGD [75], and Lookahead [78]. Hyperparameters
such as the learning rate and momentum need to be set and adjusted for successful training [79].

Training and validation loss monitoring is another crucial part of the training process. Diverging
training and validation losses can indicate overfitting and poor generalization ability. Furthermore,
too large learning rates may result in validation loss plateaus and a need for decreasing the learning
rate. Sub-optimal local minima can be escaped by increasing the learning rate, e.g., using cyclical
learning rates [80]. Thus, learning rate schedulers that adapt the learning rate based on the validation
loss improvement are helpful. Finally, stopping criteria for finishing the training process need to be
defined. Simple criteria are fixing the number of training epochs or stopping training after a certain
amount of epochs without validation loss improvements.

Inference

Inference is the process of applying a trained model and making predictions on previously unseen
data. Techniques like test-time augmentation and model ensembling combine multiple predictions
and can increase the accuracy [81] or quantify uncertainty [82].

1.2 Particle Detection

Particle detection is the task of localizing every single particle in an image. Exact shape information
is not necessarily provided (see Figure 1.8). According to [83], a particle may be anything from a
single molecule to a macromolecular complex, organelle, virus, or macrosphere. Particle detection
is, for instance, needed for counting ligand-coupled beads that can be used to study bacterial
invasion processes [30], [84], for studying nanoparticle ordering effects [85], or as a step for particle
tracking [83]. In this thesis, particle detection refers to the detection of any object of interest in
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a microscopy image with a marker that should be located near a particle’s center. Typically, the
particles are not well-resolved, and challenges are low SNR, small particle size (see Figure 1.2f),
and the lack of prominent shape and texture characteristics [86]. Sometimes, particle detection is
referred to as spot detection [87] or particle localization [88].

1.2.1 Traditional Methods

Traditional particle detection methods range from thresholding and local maxima detection methods
to band-pass filtering, kernel density estimation, model fitting, and feature point detection meth-
ods [83], [87], [89]. A simple way is Otsu thresholding [90] with subsequent centroid extraction,
e.g., the solution of Winter and Cohen for the Particle Tracking Challenge [83]. Circular particles
can be detected with the Hough transform [91], [92]. Olivo-Marin (2002) extracts spots using a
wavelet transform and filtering of wavelet coefficients [93]. Sbalzarini and Koumoutsakos (2005)
detect local maxima by selecting pixels with constant values before and after grayscale dilation [94].
Byun et al. (2006) apply template matching with an inverted Laplacian of Gaussian blob model [95].
Mueller et al. (2013) fit Gaussians to fluorescent spots [96]. In [97], local maxima are detected
after Laplacian of Gaussian filtering, while in [98] top-hat filtering is used. Wilson et al. (2016) use
multiscale Haar-like features to construct a particle probability image and soft thresholding [99].

1.2.2 Deep Learning Methods

Deep learning methods for particle detection usually rely on pixel-wise classification, e.g., into
the classes background and particle center. However, the direct regression of centroid coordinates
is another possible approach. Newby et al. (2018) use a CNN with four layers trained with a
cross-entropy loss for pixel-wise classification with the two classes background and particle center
region [88]. The particle center region corresponds to a 3 X 3 px marker at the particle center.
The used CNN is based on [100] and utilizes a single bilinear upsampling output layer to restore
the original image resolution. Ito et al. (2018) use a CNN with four layers and no pooling and
upsampling layers [101]. For training, a negative log-likelihood loss is used to predict the classes
background and particle, making this method more of a semantic particle segmentation approach
than a pure detection approach. The size of the result is reduced since no padding is applied in the
convolutional layers. In [86], the hourglass-shaped CNN DetNet is proposed. The architecture of
DetNet uses residual blocks [102] and has a pooling and an upsampling path like the U-Net but no
skip connections. Bilinear upsampling is applied for upsampling, and the soft Dice loss is used to
train DetNet to distinguish background and particle centers.

In contrast to the methods mentioned above, DeepTrack predicts a particle’s coordinates and
radial distance to the image center [60], [103]. DeepTrack consists of three convolutional layers
with subsequent pooling layers and two fully connected layers. A drawback is that only one particle
in an image - the most central particle - is detected. Thus, images showing multiple particles need
to be divided into overlapping crops processed separately. DeepTrack is trained to return a large
radial distance if no particle is present, and the mean absolute error is used as the loss function.
The authors claim that millions of particles are needed for training.

Proposal-based object detection methods that predict bounding boxes, e.g., faster R-CNN [104],
can also be used for particle detection. However, bounding box annotation is more time-consuming
than marker annotation. In addition, proposal-based methods may fail for densely distributed
particles, which is often the case for microscopy images since bounding boxes of adjacent instances
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can be suppressed by the non-maximum suppression operation [105], [106]. Detecting small objects
may be an issue as well [107].

1.2.3 Benchmark and Training Data Sets

Benchmark data sets with ground truths are needed for objective method comparison and can also
be used to train deep learning-based particle detection methods. Therefore, the Particle Tracking
Challenge provides 48 simulated data sets with different particle densities and SNRs [83]. The Yeast
Image Toolkit benchmark features another 10 data sets [108]. Furthermore, the data set BBBC054
from the Broad Bioimage Bioimage Benchmark Collection showing microscopy images of different
cell phenotypes can be used [32]. A conversion of the instance segmentation masks into particle
markers enables using the instance segmentation benchmark data sets in Section 1.3 for particle
detection. All mentioned data sets are freely available.

1.2.4 Available Software Solutions

Particle detection tools based on traditional methods are the Fiji plugin SpotCaliper [109], [110],
which uses the wavelet-based method from [93] for the detection of circular particles, the Icy plugin
Spot Detector [111], [112], which is also based on [93], ComDet based on Gaussian and Mexican hat
filtering and thresholding [113], the Fiji plugin Particle Tracker [114] based on [94], and FISH-quant
for smFISH image analysis [96], [115]. DeepTrack 2.0 is a deep learning-based tool for particle
detection and tracking [60].

1.3 Instance Segmentation

As shown in Figure 1.8b, instance segmentation delivers shape and positional information of every
object in an image. Microscopy image instance segmentation applications include, among others,
biomedical and biotechnological cell, cell nuclei, and gland instance segmentation [116], [117],
segmentation of metal powder satellites for material characterization [118], and the estimation of
particle size distributions in nanomaterial development [119]. Common challenges, especially for
the separation of adjacent objects, are low SNR (see Figure 1.2g), low contrast (see Figure 1.2h), and
unclear object boundaries (see Figure 1.2i). The combination of instance segmentation and object
classification is called panoptic segmentation [120].

1.3.1 Traditional Methods

In [116], traditional cell segmentation methods are categorized into intensity thresholding, feature
detection, morphological filtering, region accumulation, and deformable model fitting approaches.
In [121], threshold-based, edge-based and region-based methods are distinguished, while in [28]
the categories thresholding, energy minimization, and region growing are used. However, most
methods are composed of several steps and approaches, like the majority of reviewed methods
in [116].

For example, Chen et al. (2006) proposed an intensity thresholding- and region accumulation-
based segmentation method [122]. Simple Otsu thresholding [90] is applied for global image
thresholding. For distinguishing adjacent objects, a watershed transform is used [123]. However,
since watershed techniques can be prone to oversegmentation [116], [124], a further merging
post-processing using a priori object size information is required. Al-Kofahi et al. (2010) combine
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Figure 1.9: Categorization of Deep Learning Instance Segmentation Methods. The ground truth (a) needs to
be converted into a data representation that can be learned from a deep learning model. Embedding methods learn an
embedding that yields similar values for pixels of the same instance while pixels of different objects have distant values,
e.g. vectors to the corresponding object center of a pixel (b). Instances are recovered by clustering. Proposal methods
rely on the prediction of object proposals, e.g., bounding boxes (c). The regression of a continuous object representation
like distance maps is another possibility (d). Semantic methods classify each pixel into classes, enabling the recovery of
single instances (e). Combinations of the single categories are possible. Illustration inspired by [62].

graph-cuts-based binarization, seed point detection by multiscale Laplacian of Gaussian filtering
with distance-map-based adaptive scale selection, automatic graph coloring, and a-expansion [125].
Stegmaier et al. (2014) propose the algorithm TWANG that also uses a multiscale Laplacian of
Gaussian blob detector [126]. The extracted seeds are used to transform the image into a rep-
resentation that can be handled by thresholding. Therefore, the weighted dot product of seed
normal vectors and smoothed gradients is used. More recent traditional methods are the Hessian
blob algorithm [127] and the robust optical flow algorithm [128]. A review and comprehensive
comparison of segmentation methods for label-free contrast microscopy provides [129].

1.3.2 Deep Learning Methods

This thesis categorizes deep learning methods for instance segmentation into the categories embed-
ding method (EM), proposal-based method (PM), regression method (RM), and semantic method (SM).
Combinations of the single categories are possible. Figure 1.9 illustrates the categories, and Table 1.1
provides a categorization and short method descriptions of 48 instance segmentation methods se-
lected by methodological novelty, impact, and segmentation competition success. Mainly methods
applied to microscopy data are considered, and no works on CNN architecture improvements or a
focus on loss function adaptations are included to keep this section concise.

Semantic Methods

The most intuitive method category is the semantic or pixel classification method category. Semantic
methods classify each pixel of an input image, e.g., into the classes background, object interior, and
object boundary (see Figure 1.9e). The post-processing obtains the instances from the semantic
per-pixel classification and typically consists of thresholding strategies, maximum a posteriori
estimation, or a watershed transform [130]. Therefore, the classes need to be designed in a way
that robustly allows the separation of adjacent instances. Ronneberger et al. (2015) use only two
classes - foreground and background - but introduce small separations between adjacent objects [61].

11
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In contrast, Pefia et al. (2020) utilize the four classes background, object, border between adjacent
objects, and gaps between adjacent objects [131].

Embedding Methods

The goal of embedding methods is to learn a representation or embedding where pixels of the same
instance have similar values while pixels of different instances have distant values (see Figure 1.9b).
Thus, pixel embeddings from the same instance define a cluster, and the instances can be recovered
with clustering post-processing. Brabandere et al. (2017) use an n-dimensional feature space and a
discriminative loss function that pushes cluster centers away from each other and pulls embeddings
toward their corresponding cluster center [132], [133]. Neven et al. (2019) use centroid vector
embeddings that point to corresponding instance centroids [134]-[136]. Instead of forcing the
CNN to predict the centroid for each pixel of an instance exactly, the proposed hinge loss variant
forces pixels to lay within a specific margin around the centroid. This margin is learnable, allowing
smaller margins for smaller objects and larger margins for larger objects.

Proposal-Based Methods

A characteristic of proposal-based methods is that multiple regions of interest, e.g., bounding
box proposals, are determined, which are often refined or further processed to get the object
shape (see Figure 1.9¢). Typically, an object proposal redundancy reduction step like non-maximum
suppression is required. Many proposal-based instance segmentation methods strongly relate
to object detection methods like Faster R-CNN [104] and YOLO [137], which predict bounding
box proposals, confidence scores, and class probabilities. Mask R-CNN expands Faster R-CNN
for instance segmentation by adding a segmentation branch that outputs a binary mask for each
bounding box [42]. Schmidt et al. (2018) use star-convex polygon proposals, which provide a better
shape representation than bounding boxes and do not need shape refinement [138].

Regression Methods

In contrast to semantic methods with a discrete object representation into classes, regression
methods learn a continuous object representation like topological maps in which an object forms a
single smooth topological basin (see Figure 1.9d). In [139], distance map regression is combined
with watershed post-processing. Stringer et al. (2021) use heat-diffusion-based topological maps
and gradient tracking post-processing in their method called Cellpose [140].

Table 1.1: Overview of Deep Learning Methods with a Focus on Microscopy Image Instance Segmentation.

Method/Authors’ Categories Description

Original U-Net; 2-class foreground-background SM with small separations
Ronneberger et al. (2015) [61] SM between adjacent objects for instance segmentation; data: cells (DIC, PhC).
Van Valen et al. (2016) [141] SM Patch-based 3-class interior-boundary-background SM; data: cells (PhC).
Akram et al. (2016) [142] PM Faster R-CNN [104] with thresholding in the bounding boxes, data: cells (Fluo).
Akram et al. (2016) [143] PM, SM Faster R-CNN [104] and second CNN for foreground-background prediction

within predicted bounding boxes, data: cells (Fluo, PhC) and cell nuclei (Hist).

Separate CNN branches for foreground and boundary prediction, data: nuclei

Chen et al. (2017) [144] SM and glands (Hist).

Continued on next page
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Table 1.1: Overview of Deep Learning Methods with a Focus on Microscopy Image Instance Segmentation. (Continued)

Method/Authors’ Categories Description

Separate CNNs for foreground, border, and object proposal prediction with a
Pl it elL () (1B SM, PM subsequent fusion CNN, data: glands (Hist).
Kumar et al. (2017) [146] SM Patch-based 3-class interior-boundary-background SM, data: cell nuclei (Hist).

Seferbekov (2018) [147]

Kulikov et al. (2018) [148]

Naylor et al. (2018) [139]

Guerrero-Pefia et
al. (2018) [149]

Schmidt et al. (2018) [138]

Scherr et al. (2018) [150]
Johnson (2019) [151]

Wang et al. (2019) [152]

J. Li et al. (2019) [153]

X. Li et al. (2019) [154]
Arbelle & Raviv (2019) [155]
Caicedo et al. (2019) [156]
Chen et al. (2019) [105]

Graham et al. (2019) [157]
Lux & Matula (2020) [158]

Hollandi et al. (2020) [159]
Pefia et al. (2020) [131]

Wang et al. (2020) [160]

Kulikov & Lempitsky (2020) [161]
Tokuoka et al. (2020) [162]
Zaki et al. (2020) [163]

Dietler et al. (2020) [164]

Jang et al. (2020) [165]
Isensee et al. (2020) [41], [166]
Scherr et al. (2020) [167], [168]
Stringer et al. (2020) [140]

Buchholz et al. (2021) [169]
Rumberger et al. (2021) [170]

3-class object-border-background CNN for object separation, 2-class
SM foreground-border CNN for object shape, and model ensembling, data: cell
nuclei (Fluo, BF), winner of the 2018 Data Science Bowl [43].

Prediction of a fixed number of colors to distinguish instances (ground truth

SM coloring is part of the loss), data: leaves and bacterial cells.
RM Distance map regression, data: cell nuclei (Hist).
3-class object-border-background SM with weighted cross-entropy loss using
SM . R
weight maps for class imbalance and cell geometry, data: cells.
PM. RM Star-convex polygon proposals (need no shape refinement like bounding boxes)
? and distance map regression (object probability), data: cell nuclei (Fluo, BF).
SM This thesis (adapted borders, see Subsection 3.1.1).
PM Mask R-CNN [42] for microscopy images, data: cell nuclei (Fluo, BF).
RM. PM CNN for distance map regression and subsequent faster R-CNN [104] object
’ detection on the distance maps, data: cells (Fluo, DIC, PhC).
RM. SM Separate object interior and center predictions, and regression of vectors
’ pointing towards the center of an instance, data: cell nuclei (Hist).
SM. RM Two-decoder U-Net for boundary prediction & distance map regression with
’ subsequent feature fusion for the final segmentation, data: cell nuclei (Hist).
SM 2-class foreground-background SM like Ronneberger et al. (2015) [61] with a
convolutional long short-term memory U-Net, data: cells (DIC, Fluo, PhC).
SM Comparison of patch-based [141] and U-Net-based 3-class interior-boundary-
background SMs, data: cells (Fluo).
EM. RM EM with cosine distance loss pushing adjacent objects into orthogonal spaces
’ and a branch for distance map regression, data: cells (Fluo) and leaves.
SM. RM Separate decoder branches for horizontal & vertical gradient map regression,
’ and background-foreground & class prediction, data: cell nuclei (Hist).
SM Binary foreground and binary markers prediction, data: cells (DIC, Fluo, PhC).
PM Mask R-CNN [42] pipeline with image style transfer, data: cells and cell
nuclei (BF, Fluo, Hist).
SM 4-class object-border-gap-background SM with J regularization loss, data:
cells (DIC, Fluo), cell nuclei (Fluo), and plant meristems (Fluo).
SM.RM Approach of Graham et al. (2019) [157] with a bending loss penalizing contour
’ points with large curvatures, data: cell nuclei (Hist).
EM Sine waves-based EM, data: leaves, cells (DIC), and worms (BF, Fluo).
SM Two CNNs for foreground-background & marker prediction, data: cells (Fluo).
RM Distance map and blurred object boundary regression, data: cell nuclei (Fluo).
SM 2-class foreground-background SM with object borders set to background
(similar to Ronneberger et al. (2015) [61]), data: cells (BF, PhC).
PM Mask R-CNN [42] adaptation for partially occluded objects, data: cells.
SM 3-class object-border-background SM with a self-configuring U-Net, data:
cells (Fluo).
RM This thesis (object and neighbor distance maps, see Subsection 3.1.1).
SM. RM Heat-diffusion-based vector flow field regression and foreground-background
’ map prediction, data: cells and cell nuclei (Fluo, BF).
SM Joint denoising and 3-class object-border-background SM, data: cell nuclei (Fluo).
EM Probabilistic EM with vectors pulled to instance centers, data: worms (BF, Fluo).

Continued on next page
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Table 1.1: Overview of Deep Learning Methods with a Focus on Microscopy Image Instance Segmentation. (Continued)

Method/Authors’ Categories Description

Spherical harmonics coefficients proposals & distance map regression (based

i G () [ PM, RM on Schmidt et al. (2018) [138]), data: meristems and cell nuclei (Fluo).

Spline curve control point proposals & distance map regression (based on

Mandal &Uhlmann (2021) [172] PM, RM Schmidt et al. (2018) [138]), data: cell nuclei (Fluo, BF).
Walter et al. (2021) [173] PM, RM Exten51.0.n' of Schmidt et al. (2018) [138] for overlapping objects using overlap
probabilities, data: cytoplasm.
. EM that predicts center offset vectors, uncertainty vectors, and seediness
Lalit et al. (2021) [135], [174] EM scores (adapts [134]), data: cells and cell nuclei (BF, Fluo, PhC).
i Fourier coefficients proposals & distance map regression (based on Schmidt et
g & Llmerzin(BU2L) [175) R al. (2018) [138]), data: cell nuclei (BF, Fluo, Hist).
3-class interior-boundary-background SM with additional binary marker pre-
Arbelle et al. (2022) [176] SM diction (based on Arbelle & Raviv (2019) [155]), data: cells (BF, DIC, Fluo, PhC).
3-class interior-boundary-background prediction, centripetal direction map
GG By RM, SM regression, and center point prediction, data: cell nuclei (Hist).
Jia et al. (2022) [178] PM YOLACT [179] for microscopy images, data: cell nuclei (Hist).
Distance map and enhanced boundary map regression (adapts Scherr et
A i el (022 ([0 RM al. (2020) [167]), data: bacterial cells (Fluo).
Centroid heatmaps regression and semantic ellipse height and width predic-
Wagner & Rohr (2022) [181] RM, SM tions with image pseudocoloring and self-attention, data: cells (Fluo, PhC).
. . EM for combined segmentation and tracking (based on Lalit et al. (2021) [135]
ettt S (A0 K] EM and [134]), data: cells (BF, DIC, Fluo, PhC).
Cutler et al. (2022) [182] SM. RM Morphology independent adaptation of Stringer et al. (2021) [140] with Eikonal-

equation-based vector flow field regression, data: bacterial cells (PhC).

T Sorted by date of publication (stated are the publication years).

Categories: EM — embedding method, PM — proposal-based method, RM — regression method, SM — semantic method.

Imaging: BF - bright-field microscopy, DIC — differential interference contrast microscopy, Fluo — fluorescence microscopy, Hist — histology
images (RGB BF histology slide images), PhC — phase contrast microscopy.

1.3.3 Benchmark and Training Data Sets

Similar to particle detection, benchmark data sets are needed for objective comparison and training
of instance segmentation methods. The Cell Tracking Challenge provides public data sets for 20
different scenarios [27], [28]. For the reference annotations, human-made gold truth, in which
not necessarily each cell is annotated, and possibly erroneous computer-generated silver truth are
distinguished. In addition, the challenge is open for submissions that are monthly evaluated and
ranked for each scenario. Therefore, data with non-public gold truth reference annotations are
used.

Further, the nucleus instance segmentation data sets CoNSeP [157], Kumar [40], [146], Pan-
Nuke [183], [184], MoNuSAC [185], Lizard [29], [186], and CryoNuSeg [187], as well as the glands
instance segmentation data sets GlaS [117], and CRAG [188] can be used for training and benchmark-
ing and are briefly described in [189]. The Broad Bioimage Benchmark Collection provides about
13 instance segmentation data sets, including the data from the Kaggle Data Science Bowl 2018 [32],
[43]. EVICAN is a data set with about 26 000 annotated cells in 4600 partially annotated and 98 fully
annotated BF and PhC images [190]. The Cellpose data set consists of 608 fully annotated images
with over 70000 cells [140], and the Omnipose data set of 794 images with over 47 000 cells [182].
Furthermore, LIVECells provides 1.6 million annotated cells in 5239 PhC images [191]. In regions
where cell boundaries are not readily visible, no individual cells are annotated in LIVECell. All
mentioned data sets are freely available.
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1.3.4 Available Software Solutions

Multiple tools have been proposed, especially for the instance segmentation of biomedical mi-
croscopy images. The tools range from rather simple traditional image processing tools like the
Otsu thresholding-based tool ChipSeg [192] to more complex multi-functional tool collections
like CellProfiler [193], [194] and ilastik [195]. Some deep learning tools focus on leveraging the
reuse of trained models, e.g., the Fiji plugin DeepImage] for the reuse of deep learning models in
life sciences applications [196], [197]. Other deep learning tools, such as Cellpose, also provide
annotation, pre-labeling, training, and inference functionalities [140], [198]. The software deep-
flash2 provides multi-expert ground truth estimation, ensemble training, evaluation, prediction,
and quality assurance pipelines and is based on the segmentation method of Cellpose [199]. YeaZ is
a deep learning tool using a semantic method [164]. Cell-ACDC provides traditional and the deep
learning segmentation methods YeaZ and Cellpose, and also cell tracking [200]. Further tools are
StarDist as napari plugin [138], [201], AutoCellSeg [202], BacStalk [203], fastER [204], LABKIT [205],
Misic [206], Orbit [207], TrackMate 7 [208], YeastSpotter [209], and the Jupyter notebook collection
for Google Colab ZeroCostDL4Mic [210].

1.4 Evaluation Metrics

Performance measures are needed for an objective method comparison on benchmark data sets.
However, different performance metrics focus on different error sources and penalize errors differ-
ently. False negatives can, for instance, be penalized stronger than false positives for applications
that require subsequent tracking since false negatives are usually more complex to resolve than
false positives. In [211], Maier-Hein et al. discuss pitfalls in metric selection and application and
provide recommendations for image analysis validation, i.e., for image-level classification, semantic
segmentation, object detection, and instance segmentation. In the following, the evaluation metrics
used in this thesis are introduced.

1.4.1 Precision, Recall and F-Score

Precision, recall, and F-score are commonly used metrics for the evaluation of object and particle
detection methods. The average precision for n images

n

tp i

.. 1
Precision = — (1.1)
n g‘ p; + Jpi
evaluates how many detections are relevant, and the recall
lw
Recall = — ) ——— (1.2)
n = tp; + fn

which fraction of the objects have been detected. Therefore, the true positives p, the false posi-
tives fp, and the false negatives fn need to be determined in each image i. For particle detection, this
can be done by defining an area in which a single predicted marker must be located to be counted
as true positive (see Figure 1.10a). Markers too much in such a ground truth area and markers in the
predicted background are counted as false positives. An area without predicted marker is counted
as a false negative. For instance segmentation tasks, the overlap between a ground truth instance
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Figure 1.10: Prediction - Ground Truth Matching. For particle detection and instance segmentation metric calculation,
predictions need to be matched with the ground truth instances. For detection tasks, this can be done by defining an
area in which a single predicted object marker needs to be located (a). For instance segmentation tasks, an overlap
measure like the Jaccard similarity index can be used to match ground truth and predicted instances (b). Note: multiple
matches are for instance segmentation usually not possible since a specific minimum overlap criterion is often applied to
avoid this. For further instance segmentation error classes, refer to Figure 1.11. ® / = — ground truth marker / predicted
marker, O - ground truth area, @ /@ /< - ground truth mask / predicted mask / overlap area.

and a predicted instance is often used to define true positives, false positives, and false negatives.
For instance, an intersection over union or Jaccard similarity index threshold of 0.5 can be used,
like in Figure 1.10b.

Finally, the average F-score or F-measure is defined as the harmonic mean of the average precision
and average recall:

2

1= .
Recall™! + Precision~

- (1.3)

1.4.2 Normalized Acyclic Oriented Graph Matching Measure for Detection

The normalized acyclic oriented graph matching measure for detection DET assesses and evaluates
how difficult it is to transform an acyclic oriented graph with nodes representing predicted objects
into the ground truth graph. Numerically, it is defined as

min (AOGM-D, AOGM-Dy)
AOGM-Dy, ’

DET=1- (1.4)
where AOGM-D is the cost of transforming a set of nodes into the set of ground truth nodes, and
AOGM-D, is the cost of creating the set of ground truth nodes from scratch, i.e., AOGM-Dj is
AOGM-D for empty detection results [212]. The costs include resolving false negatives, merged
objects, and false positives. The costs are weighted with weights w; representing the manual
correction effort, i.e., false negative and merge costs are weighted more than false positive costs:
Wiy = 10, Wierge = 5, wg, = 1. The minimum operator in Eq. 1.4 prevents negative values in case
creating the reference set from scratch is cheaper than transforming the predicted nodes. DET
ranges from 0 to 1, with higher values indicating a better detection performance.

The DET measure is used in the Cell Tracking Challenge to evaluate the detection quality of the
submitted instance segmentation methods. A predicted object and a ground truth object do match
if the condition

|R;n P;| >05|R,| (1.5)

is fulfilled, where R; denotes the set of pixels belonging to the reference object i and P; the set of
pixels of the predicted object j. A reference object can only be assigned to a single predicted object.
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a) Ground Truth b) Merge c) Split d) False Positive e) False Negative

Figure 1.11: Instance Segmentation Object-Level Error Types. Besides pixel-level errors like inaccurate shapes,
also object-level errors can occur. Adjacent objects can be merged into one object resulting in a merge (b), an object can
be split into several parts (c), objects can be added (d), and objects can be missing (e).

1.4.3 Jaccard Similarity Index and Aggregated Jaccard Index

While the DET measure evaluates object-level errors (see Figure 1.11), the Jaccard similarity index
can be used to evaluate pixel-level errors, i.e., how well a ground truth object and a predicted object
match. The Jaccard similarity index is defined by:

_|Rin P

J(Ri’Pj)_m‘
i~ L

(1.6)

The segmentation accuracy measure SEG € [0, 1] used in the Cell Tracking Challenge is the mean
of the Jaccard similarity indices J of all reference objects. The condition Eq. 1.5 for matching must
be fulfilled for the Jaccard index calculation. Otherwise, an empty set is used for the predicted set
R, resulting in a Jaccard similarity index of 0. An SEG score of 1 indicates a perfect match.

The aggregated Jaccard index AJI is computed with an aggregated intersection cardinality nu-
merator and an aggregated union cardinality denominator that considers all ground truth and
segmented objects [146]. Therefore, the pixels of false negatives and false positives are added to
the denominator. Thus, this single metric can penalize both object-level and pixel-level errors, i.e.,
false negatives, false positives, under-segmentation, and over-segmentation. The computation of
the aggregated Jaccard index is described in detail in [146]. In this thesis, the slightly modified
aggregated Jaccard index AJI+ is used, which prevents overpenalization by using a one-to-one
mapping instead of a one-to-many mapping for the predicted objects [157], [213]. The AJI and the
AJI+ score range from 0 to 1, with 1 indicating perfect instance segmentation.

1.5 Open Questions

At the start of this dissertation, there were several open issues in the domain of deep learning-based
particle detection and instance segmentation for microscopy images that needed to be addressed:

+ Many microscopy image segmentation tasks are for humans rather simple but time-consuming.
In contrast, designing a robust and versatile traditional segmentation method for these tasks is
challenging. This discrepancy may be transferred to the data representation in deep learning:
it is unclear if, for humans easy to interpret, semantic methods are easier to learn and more
robust than more complex regression methods. Especially when using small training data
sets, regression methods may be superior since they offer more post-processing options, e.g.,
for adjusting the object size.

« Instance segmentation requires the distinction of adjacent objects. A potential issue is that
only a few adjacent objects are in the training data, but the application demands a good
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re 1.12: Merge Error Sources of Semantic Methods. Semantic methods for instance segmentation that use a

boundary or object contour class or simply differentiate between background and foreground are often unreliable since
a few miss-classified pixels can result in merges. 2-class methods may not predict the small background separations

intro

duced between adjacent objects (b). 3-class methods with a boundary class may predict most of the boundary

correctly but may fail in between adjacent objects.

1.6

distinction for an error-free analysis. Figure 1.12 shows potential merge errors of simple
semantic methods. Thus, a robust encoding of neighbor information is required to help the
CNN learn the separation of adjacent objects from only a few examples.

Researchers and engineers often work with multiple imaging setups and have various subjects
to investigate, e.g., bioengineers with different phenotypes of bacteria. For efficient and
accurate analysis of the acquired data, a method is required that works well for multiple
imaging and object modalities without the need for major tuning of the training process or
large training data sets. Such a method would leverage deep learning for researchers and
engineers working with multiple imaging setups.

+ Very low-resolution particles are even for humans challenging to detect. However, annotated
training data are required for training deep learning methods. Furthermore, particle detection
methods can have a resolution limit. For instance, adjacent 3 X 3 px particles cannot be
separated with the 3 x 3 px markers used in [88]. These issues raise the question of whether
it is possible to overcome the resolution limit and facilitate the annotation process.

+ Though more and more public benchmark data sets are available, microscopy setups, sample
preparation techniques, and the samples themselves are very diverse. This diversity often
results in a need for application-specific annotated data to boost performance. However, so far,
most tools lack a data management system and a built-in easy-to-use training data creation
and model training pipeline, including crop creation, manual annotation, pre-labeling, and
model evaluation (see Figure 1.13). This lack hinders an efficient microscopy image analysis.

« A major concern about deep learning is that extensive and time-consuming training data
annotation is required and that hyperparameters must be tuned for successful training and
application. An open question is if it is possible to get reasonable results in a short time, e.g.,
in less than one hour - including annotation, training, and inference - starting from scratch
without any training data.

Objectives and Thesis Outline

Based on the previously introduced issues, the main objectives of this thesis are:

« development of a semantic method and a regression method with a robust neighbor infor-
mation encoding for instance segmentation — specifically, the methods should generally not
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“ Data management system with versatile data importer and user-friendly training data creation & model training required

Figure 1.13: Typical Barriers when Using Segmentation Software. The lack of a data management system with
a versatile data importer results in additional file format and image shape conversion steps. In addition, multiple
potentially incompatible tools often need to be combined to cover the whole workflow, from training data creation to
the application of trained models. Again, conversion steps can be needed to enable compatibility. Furthermore, it is
for many applications (not yet) possible to do without their own annotated training data. For an efficient annotation,
interactive cropping functionalities are needed, especially for dense-growing organisms. Note: Fluo/PhC images inverted
for Omnipose/Cellpose [140], [182]. Tllustration modified from [214].

need large training data sets and be able to learn to distinguish adjacent objects also from
only a few samples in the training data set,

« validation of the microscopy image instance segmentation methods for various objects and var-
ious imaging setups, i.e., bright field microscopy, phase contrast microscopy, and fluorescence
microscopy,

« development and validation of a particle detection method for low-resolution microscopy
images — including a pre-processing facilitating the manual data annotation and the separation
of adjacent objects,

« incorporation of the developed methods into new, efficient, and user-friendly open-source
tools, and

« the proof that reasonable results can be obtained within one hour with the tools — without
using any available annotated data sets.

The remainder of this thesis is as follows: Chapter 2 presents a U-Net-based particle detection
method with object size related pre-processing for low-resolution microscopy images. A manually
annotated real-world latex bead fluorescence microscopy data set is used for validation, and a
synthetic data set is artificially degraded in several steps to analyze the resolution limit of the object
detection method. Furthermore, the open-source object detection tool BeadNet is described, and
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application cases are given. In Chapter 3, two new neighbor information encodings are introduced,
and the corresponding two instance segmentation methods utilizing a U-Net with two decoder
paths are described. The instance segmentation methods are compared with other deep learning
methods on four Cell Tracking Challenge data sets using a single model for the two bright-field
and the two fluorescence microscopy data sets with different object shapes, sizes, and textures.
Furthermore, the superior method is validated with Cell Tracking Challenge submissions for the
5th Cell Tracking Challenge edition as part of the ISBI 2020 and the 6th edition as part of the ISBI
2021. Once a single model is used for all data sets and once specialized models are used for the
individual data sets. In addition, the open-source instance segmentation software microbeSEG is
presented, and the efficient workflow is validated. Finally, Chapter 4 summarizes the contributions
of this thesis and offers an outlook for potential future research.



Particle Detection

Particle detection is the task of localizing every single particle in an image. In particular, poorly-
resolved particles are difficult to detect in microscopy images. This issue even complicates the
training data and ground truth annotation for humans. In contrast to instance segmentation, particle
detection provides no information about the size and shape of the localized particles. However, an
advantage is the faster training data creation since only particle markers need to be annotated and
no object contours need to be drawn. So far, deep learning-based semantic segmentation approaches
rely on non-robust single-pixel particle center predictions or cannot deal with small particles if
larger particle markers are used. Therefore, this chapter focuses on developing and validating a new
semantic segmentation approach for detecting small particles that are not well-resolved and lack
prominent shape and texture characteristics. Furthermore, application cases of the newly developed
software BeadNet are presented. BeadNet facilitates applying the new method using a user-friendly
but comprehensive training data creation, model training, and model application workflow, and the
OMERO platform for data management.

2.1 U-Net-Based Semantic Segmentation of Particle Markers

Figure 2.1 provides an overview of the semantic, U-Net-based particle detection method. The
biquadratic upsampling pre-processing enables the U-Net to work at reasonable scales, which
is required for the robust detection of poorly resolved particles. Trained to predict a semantic
segmentation with the two classes particle marker and background, the U-Net can be used for
particle detection. In contrast to [101], which uses no pooling and upsampling layers, the use of
three learnable pooling and three learnable upsampling layers should result in a broader range of
particle sizes for which the method works. The skip connections retain positional information,
which is important for precise particle localization. Furthermore, the upsampling pre-processing
and the marker representation must be designed to avoid merging particle markers. The used
marker representations, the upsampling pre-processing, the U-Net architecture, the training process,
and the inference are described in this section.

2.1.1 Upsampling Pre-processing for Improved Particle Separation

The upsampling pre-processing has two goals: (i) improving the annotation accuracy and speed
during the training data creation and (ii) enabling a robust detection of small, poorly resolved
particles. Figure 2.2 shows that upsampling visually facilitates detecting particles and distinguishing
adjacent particles for small particle sizes. In addition, the particle center is better defined after
the upsampling. Thus, annotating upsampled images is probably faster and more accurate than
annotating them at their original scale. The feature extraction of the U-Net may also benefit from the,
for the human eye, improved visual discrimination of the single particles. In this thesis, biquadratic
spline interpolation is used for upsampling. However, using a higher-order interpolation or bilinear
interpolation may work as well.
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Figure 2.1: Overview of the Particle Detection Method Based on the Semantic Segmentation of Particle
Markers. The object size dependent biquadratic upsampling enables the U-Net to work at reasonable scales. The
U-Net has three down- and upsampling blocks and is trained to predict particle markers. Note: concatenated are the
outputs of the last convolutional layer in a block and of the corresponding transposed convolutional layer. H/W/C -
height/width/channel dimension, h/w - initial height/width before upsampling.

The particle size defines an upper limit for the maximum usable marker size since markers
of adjacent particles will merge when they reach the particle size. This limit is an issue for
poorly resolved particles, e.g., for particles with a diameter of 3 px where no 3 X 3 markers can
be used, as shown in the following. However, smaller markers may not be robust to single-pixel
misclassifications. The upsampling pre-processing allows using larger marker sizes for small
particles and contributes to a robust detection of small, poorly resolved particles.

2.1.2 Marker Representation

As described before, the upsampling pre-processing and the marker representation must be designed
to avoid merging particle markers, i.e., particle markers of adjacent particles should not share an
edge. Otherwise, adjacent particles cannot be distinguished with simple connected-component
labeling. If this marker representation requirement is fulfilled, the particle detection can be treated
as a semantic segmentation task with the two classes background and particle marker, and a simple
connected-component labeling post-processing is sufficient. In addition, the marker representation
should prevent false positives due to splitting particles into multiple parts.

a) Without Upsampling b) 2x Upsampling c) 4x Upsampling

Figure 2.2: Biquadratic Upsampling Pre-processing. The upsampling helps the human eye to distinguish single,
poorly resolved particles like the shown particles with a diameter d from 3 px to 4 px. The upsampling, therefore,
facilitates the creation of training data and may enable more accurate predictions. Data source: BBBC004 [32].
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1x 1 Markers

The most obvious and straightforward way is to use 1 x 1 markers consisting of a single pixel
in a particle’s center (see Figure 2.3). A drawback of 1x 1 markers is that a spatial distance of
a single pixel between the ground truth marker and the predicted marker is highly penalized if
no specialized loss function is used. However, standard loss functions like the cross-entropy loss
compare single pixels and no neighborhoods. Thus, the CNN is enforced during training to predict
exactly the ground truth marker to avoid a large loss value, although predicting a neighboring
pixel may also be sufficient for the application. In addition, real-world human-annotated training
data are imperfect. For instance, depending on the image quality and particle size, it may be very
difficult to hit each particle’s center during annotation constantly, and it may be that neighboring
pixels are annotated instead. This annotation variability may result in a demand for large training
data sets or an unstable training process of the 1 x 1 markers, which would need to reproduce the
variability exactly. Furthermore, the class imbalance between the background class and the particle
marker class may also negatively influence the training process of the CNN.

Dilated 1 x 1 Markers

The morphological dilation with a cross-shaped kernel generates dilated 1 x 1 markers that consist
of five pixels (see Figure 2.3). Dilated 1 x 1 markers reduce the class imbalance compared to 1 x 1
markers and, therefore, can help facilitate a CNN’s training process. In addition, the probability of
splitting or missing particles due to single-pixel misclassifications should be minimized due to the
spatial extension of the markers. This spatial extension also allows partial overlaps of predicted and
ground truth markers, which may be beneficial for training with training data samples with imperfect
or inconsistent spatial information due to annotation variability. Instead of penalizing predicting a
neighboring pixel of the ground truth particle center as center completely (4-neighborhood), the
overlap enables partially correct predictions. This may result in a more stable training process that
converges to a better minimum. Figure 2.3c illustrates that markers can merge for small particle
sizes, which leads to a need for the upsampling pre-processing.

3 x 3 Markers

3 x 3 markers, like used in [101], consist of nine pixels and further reduce class imbalance compared
to 1x 1 and dilated 1 x 1 markers (see Figure 2.3). In addition, the larger 3 x 3 markers should be
more robust to annotation variability than the dilated 1 x 1 markers. However, the cross shape of
the dilated 1 X 1 markers allows a better separation of small, diagonally touching particles than
the 3 x 3 markers, which require a larger particle size to work well in that case (compare the three
particles at the lower left in Figure 2.3c and Figure 2.3d or in Figure 2.3g and Figure 2.3h). Therefore,
the 3 x 3 markers may only be beneficial for large particles or require a larger upsampling than
dilated 1 x 1 markers making them computationally more expensive.

2.1.3 CNN Architecture

The CNN trained to predict particle markers is a U-Net with batch normalization. Figure 2.1
visualizes the architecture. The inputs of convolutional layers are zero-padded to keep the spatial
feature map dimensions constant and to avoid cropping before concatenating corresponding encoder
and decoder feature maps. Convolutions with stride two are used for downsampling, and transposed
convolutions are used for upsampling. In the first convolutional layer, 64 feature maps are used.
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a) Image b) 1x 1 Markers c) Dilated 1 x 1 Markers d) 3 x 3 Markers
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Figure 2.3: Particle Marker Representations. CNNs can be trained to predict particle markers. In doing so, each
marker represents a single particle. 1x 1 markers consist of a single pixel, commonly a particle’s centroid. The
morphological dilation with a cross-shaped kernel generates the dilated 1 x 1 markers. Larger markers like the 3 x 3
markers can reduce the class imbalance, but the particle size sets an upper limit for the marker size as markers merge for
small particles. The background class is visualized in black, and the particle marker class in white in the marker images.
Shown are 80 x 80 px images. Data source: BBBC004 [32].
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After downsampling, the number of feature maps is doubled in the following convolutional layer
until 512 feature maps are reached. In turn, the number of feature maps is halved in a transposed
convolutional layer and in the subsequent convolutional layer after concatenation. The sigmoid
activation function is applied after the output convolutional layer and the ReLU activation function
elsewhere. The shown U-Net has about 8.5 million trainable parameters.

2.1.4 Training Process

The U-Net is trained with the Adam optimizer in the AMSGrad variant (#;, = 0.9, §, = 0.999, no
weight decay). The start learning rate Iry,,, is set to 8- 107%, and a batch size of 4 is used. A training-
validation split of 80 %/20 % is used, and trained is on 128 X 128 px crops extracted from upsampled
and min-max normalized images of an annotated data set. The cropping has the advantage that
crops extracted from empty regions can be excluded from the training.

Loss Function

The loss function is the weighted sum of binary cross-entropy loss Lpcp [215] and Dice loss
Lpjce [216]:

L(y’ ) LBCE(y’ ) + O'SLDice(y’ }7), (2.1)
with
. N
Lpcp(y.9) = N z log 9, + (1-y;) -log (1-9;)] » (2.2)
i=1
and
22, 1 Vi 9

Lpice(9.9) =1~ (2.3)

PR A

y is the ground truth marker representation and j the marker prediction. Thus, the loss and the
optimization process of a model depend on the selected marker representation. The Dice loss part
aims to improve the performance for class-imbalanced data and is, therefore, added to the binary
cross-entropy loss part.

Learning Rate Scheduler and Stopping Criteria

Models are trained for a maximum number of epochs N,
and validation image crops:

max that depends on the number # of training

(120 if n > 1000,

180 if 1000 > n > 500,

N 240 if 500 > n > 250, 24)
BE1300 i 250 > n > 100,

360 if 100> n > 50,

420 else.

\
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The values are set empirically and provide a good trade-off between training time and model
performance for many applications. The learning rate is multiplied with a factor y of 0.25 when the

L N epochs until the minimum learning rate

validation loss has not decreased for N max

patience = 7q
IFin Of 3 - 1078 is reached. The training process stops after N, stop = 2Npatience T 5 €pochs without
validation loss improvement. This early stopping criterion is often fulfilled before N ., epochs

have been trained. The model checkpoint with the best validation loss is used for further analysis.

Augmentations

The following training data augmentations are applied independently from each other in the stated
order with the stated probability p to improve the generalization of a trained model to unseen data,
to avoid overfitting, and to stabilize the training process in case of small training data sets:

o flipping (p = 87.5 %): flip (up-down, left-right), rotation by multiples of 90°, or combination,
« contrast (p = 45 %): histogram equalization, contrast stretching, or gamma adjustment,

« scaling (p = 25 %): scaling with random scale factor s € [0.85, 1.15],

« rotation (p = 25 %): rotation by the random angle a € [—45°,45°],

o blurring (p = 30 %): Gaussian blur with random ¢ € [1, 2],

0.05 1,

« noise (p = 30 %): additive Gaussian noise with random ¢ € [0.01 I, max]-

ax?

I, is the maximum intensity in a training image. Label-preserving augmentations like blurring
modify only the training image, not the marker image. Label-changing augmentations require a
transformation of the marker images as well, e.g., rotation and scaling. Therefore, nearest neighbor
interpolation is used since higher-order interpolation can result in values between 0 (background)
and 1 (marker), requiring some further processing steps.

2.1.5 Inference and Post-Processing

Min-max normalized and upsampled images are fed to the U-Net for inference. In the post-
processing, the raw U-Net predictions are binarized using a threshold of 0.5. Then, connected
components are identified in the generated binary maps, and the centroid is extracted for each
identified region. Finally, the centroid coordinates are scaled to the initial image resolution with
subpixel accuracy.

2.2 Validation

This section evaluates the upsampling strategies and marker representations for various particle
sizes on synthetic data sets. All experiments have been performed on a system with Intel Core
i9-9990K CPU, 64 GiB RAM, and an NVIDIA TITAN RTX GPU with 24 GiB VRAM. The particle
detection method is implemented in Python, and PyTorch is used as deep learning framework (see
Section 2.3). A border correction is applied to all results to minimize the influence of partially visible
particles at image borders on the results. Therefore, particle predictions within a 6 px image border
are filtered in this section. Later in the applications Section 2.4, the new particle detection approach
is compared with traditional methods on a real-world fluorescent latex bead data set.
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Figure 2.4: Creation of the Training and Test Data Sets for the Particle Detection Method Validation. The
BBBC004 data are first assigned to a training (train), a validation (val), or a test subset. Then, the data are rescaled to
match a specific particle diameter d, and noise is added to the images to compensate for the noise-filtering effects of the
rescaling. Finally, the data are upsampled with the three upsampling strategies (1x, 2x, 4x), and cropped in the case of
training and validation subsets. This procedure ensures that the same particles are assigned to the same subset of the

twelve created data sets.

2.2.1 Compared Upsampling Strategies and Marker Representations

The optimum upsampling and marker representation depends on the particle size. Thus, no
upsampling (1x), 2x upsampling, and 4x upsampling are compared on synthetic data sets with
different particle sizes. In addition, the marker representations 1x 1, dilated 1x 1, and 3 x 3 are
compared for the three upsampling strategies for the different particle sizes.

2.2.2 Training and Test Data

Figure 2.4 shows the creation of synthetic data sets with different particle diameters and upsampling
pre-processing. Therefore, the synthetic data set BBBC004 from the Broad Bioimage Benchmark
Collection [32] has been rescaled such that the stated particle size has been obtained to create
these data sets. After the rescaling, additive Gaussian noise was added. Finally, the data sets have
been upsampled depending on the upsampling strategy, and crops of size 128 x 128 px have been
extracted. Figure 2.5 visualizes exemplary images of the twelve newly created training data sets
with different particle sizes and upsampling strategies.

Due to the cropping, all generated data sets consist of 128 x 128 px images. The assignment to
the training and validation subset is the same for all twelve data sets to minimize the influence
of different training-validation splits on the evaluation. In detail, the normalized images were
first assigned to the training or validation subset. Then, the images were rescaled, and crops were
generated for the different settings. Due to the different upsampling strategies, the file sizes differ,
and the training data set sizes range from n = 40 (d = 3 px, 1x) to n = 5049 (d = 9 px, 4x) crops’.

'The 4x upsampling results in 16 times more crops, and the larger diameter in 9 times more crops. This results in 144
times more crops for the largest data set compared to the smallest data set, minus crops without particle.

27



2 Particle Detection

28

Without Upsampling (1x)

¢) d=7px, Ix d) d=9px, 1x
2x Upsampling

f) d=5px, 2x g) d=7px, 2x h) d=9px, 2x
4x Upsampling

i) d=3px, 4x j) d=5px, 4x k) d=7px, 4x 1) d=9px, 4x

Figure 2.5: Exemplary Images of the Created Training Data Sets. Stated are the particle diameters d before the
upsampling. Each training data set consists of 128 x 128 px crops. The shown data have been created from the BBBC004
data set [32], as illustrated in Figure 2.4.



2.2 Validation

However, the number of particles is nearly constant in the single data sets (about 11 000 particles).
Depending on the image size, only some particles at image borders can be lost during cropping.

Models are trained on the training-validation split of a created training data set. Separate test
images with a higher probability of adjacent objects than in the training data are used to evaluate
the trained models. The test subset for each particle size and upsampling strategy contains identical
5463 particles at different scales.

Since the BBBC004 data set does not provide instance segmentation ground truth to get particle
size information and to extract the particle centroids needed, the high-resolution data have been
segmented with microbeSEG (see Section 3.3) using a pre-trained model [217]. The microbeSEG
results have been manually inspected and corrected with the image annotation tool ObiWan-
Microbi [218].

2.2.3 Results

Three 1 X 1 marker models, three dilated 1 x 1 marker models, and three 3 X 3 marker models have
been trained on each of the twelve training data sets for the three marker representations. Thus, in
total, 108 models have been trained for this validation study. For a fair comparison, all predicted
centroid positions have been rescaled to the original BBBC004 data set resolution, and a search
radius rg = 7 px is used to specify the ground truth areas, which define true positives, false positives,
and false negatives (see error definition in Figure 1.10a in Chapter 1). The particles have a diameter
of about 22 px at the original resolution. The rather large ground truth area avoids disadvantaging
methods without upsampling for small particle sizes when a particle’s center is difficult to define.
However, since rg is still smaller than the particle size at the original resolution, no predictions at
the very outer area of a particle are counted as true positives.

Precision, Recall, and F-Score

Figure 2.6 shows the median average precision, median recall, and median F; score of the three
trained models per setting. The results for the 1 x 1 markers reveal a nearly constant precision
except for the score for the 3 px diameter particles without upsampling (see Figure 2.6a). The recall
shows that 4x upsampling is beneficial for the 3 px diameter particles. Furthermore, 2x upsampling
is beneficial for 3 px, and 5 px diameter particles and constantly outperforms the 4x upsampling.
In the other cases, no upsampling (1x) provides the best results. The decline of the recall scores
for the 2x and 4x upsampling indicates that particles may get too large for this method, e.g., the
detection of the 9 px particles with 4x upsampling corresponds to the detection of 36 px particles on
the native scale, which can be difficult with single pixel markers. The F; scores are mainly limited
by the recalls. Thus, false negatives do mainly limit the 1 X 1 marker results.

The precision scores of the dilated 1 x 1 markers show similar behavior to those of the 1x 1
markers, but the performance drop for 3 px particles without upsampling is larger (see Figure 2.6b).
This larger drop could be related to the higher probability of merging adjacent particles since the
particle markers are larger. The recall scores reveal an urgent need for upsampling of the small 3 px
diameter particles, while no upsampling provides the best recalls for the 7 px and 9 px diameter
particles. Compared to the 1 x 1 markers, the performance drop due to the upsampling is smaller for
these larger particles. The F; scores further illustrate the need for upsampling for the 3 px diameter
particles. The scores for the other data sets are similar.

The 3 x 3 markers require a larger minimum particle size to avoid the merging of adjacent
particles. Thus, precision, recall, and F; score drop without upsampling for the 3 px and 5px
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Figure 2.6: Particle Detection Results for Different Upsampling Strategies. The results for the 1 x 1 markers (a),
the dilated 1 x 1 markers (b), and the 3 x 3 markers (c) show that an upsampling pre-processing is required for small
particle sizes, especially for the larger 3 X 3 markers. Each value represents the median of three trained models. Stated

are the particle diameters d before the upsampling. All settings have been evaluated on the high-resolution ground truth
with a search radius rg of 7 px.
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Figure 2.7: Particle Marker Representation Comparison. The use of dilated 1 x I and 3 x 3 markers requires a
particle diameter d larger than 3 px and 5 px, respectively. Therefore, upsampling can be applied. The 3 X 3 markers
are slightly better than the dilated 1 x 1 markers when working on a reasonable particle diameter. In contrast, the 1x 1
cannot produce high-quality results. Each shown value represents the median of three trained models. Stated are the
particle diameters d before the upsampling. All settings have been evaluated on the high-resolution ground truth with a
search radius rg of 7 px.

diameter particles (see Figure 2.6¢). In addition, the 2x upsampling is not sufficient to reach a high
recall for the small 3 px diameter particles. So, the 3 X 3 markers require a 4x upsampling for 3 px
diameter particles and at least a 2x upsampling for 5 px diameter particles. For large particles, the 4x
upsampling provides no benefits for all marker representations. Interestingly, as could be assumed,
there is no actual performance drop when particles become large compared to the marker size, like
for the 2x upsampling recall scores of the 1 X 1 markers.

The arrangement of the results in Figure 2.7 allows a more straightforward comparison of the
marker representations for the three upsampling strategies. The 1 x 1 markers are only the best
choice for 3 px diameter particles when no upsampling is used. However, for such small particles,
an upsampling step is required anyway to get good results. With upsampling, the dilated 1 x 1
markers and the 3 x 3 markers outperform the 1 x 1 markers. Thereby, the performance of the 3 x 3
markers is slightly higher than the performance of the dilated 1 x 1 markers. Only for the small 3 px
diameter particles and 2x upsampling, the dilated 1 x 1 markers can outperform the 3 x 3 markers,
which do require a larger particle size to prevent particles from merging.

Summarized, 1 X 1 markers provide the highest precision scores but suffer from a relatively low
recall score. Furthermore, upsampling is urgently needed for detecting objects with a diameter
smaller than 5px. The 3 x3 markers also need an upsampling for objects with a diameter of
5 px. However, besides for the 1 x 1 markers, upsampling of large particles shows no decreased
performance.

Split Rate, Add Rate, and Miss Rate

For further analysis of the error sources, the split rate, the add rate, and the miss rate are analyzed.
The split rate is the amount of split particles (multiple predictions within a ground truth area)
divided by the number of ground truth particles and can be interpreted as a probability to split
particles. Correspondingly, the add rate and miss rate are defined using added particles (predicted
particles outside the ground truth areas) and missing particles (ground truth areas without any
predicted particle). Thus, the split, add, and miss rates are closely related to precision and recall but
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Figure 2.8: Split, Add, and Miss Rates for Different Upsampling Strategies. Each value represents the median of
three trained models. Stated are the particle diameters d before the upsampling. All settings have been evaluated on the
high-resolution ground truth with a search radius rg of 7 px. Note: the split rate plots have a different y-axis scaling.
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may give some further insights. Merge rates cannot be calculated since there is no way to define a
merge when predicting only particle markers. Furthermore, it should be considered that merging
two or more particles can result in a false positive since the center of the merged particles can be
outside the ground truth areas of the single particles. Multiple misses also occur in this case since
there are no predicted particles in the ground truth areas.

Figure 2.8 shows the median split, merge and add rates for the single evaluated settings. Surpris-
ingly, the 1 x 1 markers have lower split rates than the dilated 1 x 1 markers and the 3 x 3 markers.
A possible reason could be that the trained models have a bias to predict only easy-to-detect particles
without neighboring particles. This would also explain the higher miss rates. Overall, the split rates
are low for all settings and the precision scores are, therefore, mainly limited due to added particles.
Furthermore, there is no clear trend visible in the split rates, besides a high rate for 4x upsampling.

The add rates without upsampling are above 10 % for 3 px diameter particles for all three methods.
This is likely due to merging, as described above. The add rates decrease with increasing particle
size for the 1 X 1 markers. Thus, the small marker size seems not to come at the cost of high add
rates for large particles. Applying upsampling, the add rates for the dilated 1 X 1 markers and the
3 x 3 markers are around 2 %.

The miss rates reveal that the 1 x 1 markers are not competitive and suffer from many not or not
precisely enough detected particles. Without upsampling, the use of dilated 1 x 1 marker leads to
about 40 % of the 3 px diameter particles being missed. In addition, for the 3 x 3 markers more than
50 % of the 3 px diameter particles, and about 10 % of the 5 px diameter particles are not detected
without upsampling. For the 3 px diameter particles, even 2x upsampling is not sufficient. These
high miss rates should again result from merging markers in the post-processing due to a too large
marker size or a too small particle resolution.

Qualitative Localization Inspection

The qualitative particle detection results in Figure 2.9, which shows a small test image region
with predictions, give further insight into the error sources. All errors in this test region are
due to false negatives. This behavior supports the low recall scores and high miss rates of the
quantitative analysis. The particle localization improves with increasing particle size. Comparing
the dilated 1 x 1 markers without and with 2x upsampling shows that the upsampling also increases
the localization.

Interestingly, the different models seem to have the same tendency when not predicting the exact
ground truth centroid position. Maybe, the models surpassed, in those cases, the ground truth
annotation accuracy. Overall, the dilated 1 x 1 markers and the 3 x 3 markers provide high-quality
particle detection results when coupled with an adequate upsampling pre-processing step for small
particle sizes.

2.3 Software: BeadNet

Accurate traditional particle detection methods and tools are highly specialized to specific imaging
conditions and particle sizes and must be adapted when acquisition settings or experimental
parameters change. Unfortunately, these adaptations require expert knowledge of the underlying
method. Furthermore, complex detection tasks like low-resolution fluorescent bead detection
require a deep learning approach. However, training and applying such an approach involves a
pipeline consisting of training data creation, data handling and loading, model training, model

33



2 Particle Detection

1 x 1 Markers

a) d=3px, 2x b) d=5px, 2x c) d=7px, 2x d) d=9px, 2x
Dilated 1 x 1 Markers
e) d=3px, 1x f) d=5px, 1x g) d=T7px, 1x h) d=9px, 1x
i) d=3px, 2x j) d=5px, 2x k) d=7px, 2x 1) d=9px, 2x
3 x 3 Markers
m) d=3px, 2x n) d=5px, 2x 0) d=7px, 2x p) d=9px, 2x

Figure 2.9: Qualitative Particle Detection Results. Shown is a small, high-resolution test image region with ground
truth markers and areas (ground truth search radius r¢ = 7 px), and to the initial resolution upsampled predictions (median
models). The main error source of 1 x 1 markers is false negatives. The particle localization of the dilated 1 x 1 and
3 X 3 markers is similar (2x upsampling). The comparison of no upsampling (1x) and 2x upsampling for the dilated 1 x 1
markers shows that the upsampling enables a more accurate prediction of the particle centroid positions. Stated are the
particle diameters d before the upsampling. ® - ground truth centroid, <+ - predicted centroid, O - ground truth area.
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BeadNet v2
File & training set selection Settings
Project(s) latex beads Channel: @ 1

Dataset(s) Experiment A | Experiment B Device: cpu  ® gpu

File(s) 1128.czi | 1130.czi | 1131.cai | 1133.czi Dlameter range [px]:

o ® 1-4 4-8
Training set bead_dataset (128)

Change group
Training data Training Evaluation Inference
Press F1 for help.

Connected to OMERO server.

Ready

Figure 2.10: Graphical User Interface of BeadNet. The minimalist design with the pre-defined parameters and the
simple workflow of BeadNet enable using deep learning for particle detection without expert knowledge. A manual with
videos is available at https://github.com/TimScherr/BeadNet-v2.

evaluation, and finally, the application of trained models to experimental data. Integrating all these
needed steps in an easy-to-use toolbox is desirable from a user perspective. In particular, the data
management, the training data creation, and the training of the deep learning models need to be
user-friendly and time efficient.

BeadNet is a new deep learning-based particle detection tool with OMERO data management.
Users only need to select a particle diameter range, which sets the applied upsampling strategy, and
one of the implemented particle marker representations. The other parameters are pre-defined and
work well for many applications. Figure 2.10 shows the graphical user interface of BeadNet. All
particle detection experiments in this thesis have been performed with BeadNet.

2.3.1 OMERO Data Management

OMERO is an open-source software platform from the Open Microscopy Environment for accessing
and using a wide range of microscopy data [219]. Over 150 image formats can be imported with
the OMERO.insight desktop client. Imported data are organized into projects and data sets. After
the import, the data can be processed with BeadNet — without any data format conversion steps
or programming. Images, BeadNet training data, and BeadNet results can easily be accessed and
viewed in the browser with the OMERO.web client.
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Select Crops

Select / next

skip v upload image

Figure 2.11: BeadNet Crop Selection Interface. Automatically proposed crops can be selected and uploaded to
OMERQO. The crop proposals are extracted randomly from different non-overlapping image regions (the left crop originates
from the left image region, and the right crop from the right).

2.3.2 Training Data Creation

So far, own, application- and domain-specific training data are the best choice for many applications.
Thus, an easy but comprehensive training data creation workflow is required without the time-
consuming need for acquiring large training data sets. In the BeadNet workflow, training data sets
are managed as OMERO data sets, and new training data sets can be added using the graphical user
interface. A crop size must be selected when adding a new training data set. This crop size selection
is required to avoid the time-consuming annotation of all, possibly densely packed, particles in
an image. Annotating smaller crops with fewer particles is more efficient since more image and
particle features can be covered in the same annotation time, resulting in a more diverse training
data set. Therefore, BeadNet offers a crop selection interface (see Figure 2.11).

Up to three — depending on the image and crop size — crop proposals of the selected files can
be viewed and added to the training data set. The applied upsampling depends on the chosen
particle diameter range: 4x upsampling for 1 px to 4 px, 2x upsampling for 5 px to 8 px, and no
upsampling for particles larger than 8 px. The crops are randomly extracted from non-overlapping
image regions and are automatically assigned to a training, a validation, or a test subset. Selected
crops are uploaded to OMERO and can be viewed and annotated with the OMERO.web client. Point
regions of interest allow joint storage of images and annotations. Furthermore, annotated data sets
can be imported, e.g., publicly available training data sets.

2.3.3 Model Training and Evaluation
Particle Detection Marker Representations

Five marker representations are implemented in BeadNet: (i) 1 x 1 markers, (ii) dilated 1 x 1 markers,
(iii) 2 x 2 markers, (iv) dilated 2 x 2 markers, and (v) 3 X 3 markers. All methods use the U-Net shown
in Figure 2.1 with 8.5 million trainable parameters. The network size is automatically reduced to a
minimum of 0.5 million trainable parameters if not enough memory is available.
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Training

The marker representation, the batch size, the optimizer, and how many models are trained need to
be specified for training a model on a selected annotated training data set. Adam and Ranger [220]
are available as optimizers, each with pre-defined settings, i.e., start learning rate, minimum learning
rate, and learning rate scheduler (see Table 2.1). Adam is coupled with the ReLU activation function,
while the Mish activation function [221] is used for the training with Ranger. Furthermore, users can
reduce the batch size if memory availability is limited. The augmentations described in Section 2.1
are applied during training. The optimization criterion is the 2 : 1 weighted sum of the cross-entropy
loss and Dice loss (see Eq. 2.1). After training, the model checkpoint with the best validation loss is
saved locally and available in BeadNet.

Evaluation

Trained models can be evaluated on the test subset, which is automatically split during the training
data creation. Therefore, a radius needs to be selected, which defines the ground truth areas needed
to count true positives, false positives, and false negatives. Then, the number of true positives,
false positives, splits, and false negatives is estimated, and the evaluation measures precision, recall,
and F; score are calculated for each image. Those scores are saved in a separate CSV file for each
model. The average precision, recall, and F; score and the split, add, and miss rates on the whole
test subset are stored in another CSV file. In addition, the ground truth areas overlaid with the
predicted particle centroids are saved for visual inspection.

2.3.4 Inference and Result Export

The best F; score model is selected automatically for inference, but the user can also select the
model manually. The particle detection results are attached as point regions of interest and in a CSV
file to the corresponding OMERO image and can be viewed with the OMERO.web client. The result
export includes the original image (.tif), the upsampled image (.tif), particle centroid masks (.tif),
upsampled image overlaid with predicted centroids (.tif), and the result CSV file.

2.3.5 Implementation, Installation, and Dependencies

BeadNet is implemented in Python and uses PyTorch as deep learning framework. The graphical
user interface is built with PyQt. The software, the source code, and a manually annotated bead data
set are available under the MIT license at https://github.com/TimScherr/BeadNet-v2. A detailed
step-by-step guide enables easy installation and usage. BeadNet requires an OMERO server. A
demo server account can be requested from the OME team in Dundee: http://qa.openmicroscopy.or
g.uk/registry/demo_account/.

Table 2.1: BeadNet Training Parameters. The learning rate /r is multiplied with y when the validation loss has not
decreased for Ny, en.. epochs until the minimum learning rate Ir,,, is reached. The training process stops after N,
epochs or N, epochs without validation loss improvement. The model checkpoint with the best validation loss is used

for further analysis.

min

Optimizer lrstart lrmin 14 Nmax Npatience Nstop
Adam 810~ 3.107° 0.25 see Eq. 2.4 55 Ninax 2Npgtience + 3
Ranger 6-107 45.107 0.25 see Eq. 2.4 16 Ninax 2Npatience + 5
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Figure 2.12: Exemplary Training and Validation Loss Curves. The data augmentation prevents overfitting, i.e.,
from the divergence of training and validation loss. Shown are the training and validation losses of the median models
with and without augmentation trained on a data set annotated in 15 minutes. Both models reached the early stopping
criterion.

2.3.6 Workflow Evaluation

The key features of BeadNet are the use of the data management OMERO with its versatile data
importer and the optimized workflow with a state-of-the-art particle detection method. An experi-
ment with a limited training data creation time of 15 minutes has been performed to prove that
high-quality results can be obtained quickly and that no extensive training data sets are needed. The
3 px diameter particles also used for the upsampling strategies and marker representations study in
Subsection 2.2.1 have been selected for this study. A crop size of 128 x 128 px and 2x upsampling
have been set in BeadNet.

During the 15 minutes, 14 images — 8 training, 3 validation, and 3 test images — with 972
particles have been annotated. Three dilated 1 X 1 markers models have been trained on the training
and validation images. The median F; score on the test subset from Subsection 2.2.1 is 0.959,
slightly lower than the score of 0.978 of the corresponding model trained on about ten times more
particles (see Figure 2.6b). Furthermore, three models have been trained without training data
augmentation. The median F; score without augmentation is 0.870. Figure 2.12 shows the loss
curves of the median model trained with augmentation and the median model trained without
augmentation. In particular, the miss rate drops from 22 % to 6 %, and the add rate from 7.8 % to
1.7 % with augmentation. Thus, the training data augmentation successfully prevents overfitting
on this rather small training data set. The median BeadNet model with augmentation trained 131 s.
So, high-quality results can be obtained in less than 20 minutes on the used data set.

2.4 Applications

Figure 2.13 shows exemplary use cases of BeadNet and illustrates the broad applicability to various
microscopy imaging techniques and particle types with different sizes. After describing these use
cases shortly, the novel particle detection method is applied to a manually annotated, real-world
fluorescent latex bead data set. The comparison with traditional image processing methods on this
data set gives further insights into the strengths of the method.
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Cell Detection and Counting

a) Mouse Hematopoietic Stem Cells

Nanoparticle Detection

¢) Pd Nanoparticles d) Nanoparticles e) Nanoparticles

mRNA Localization

g) Individual mRNA Molecules Visualized by Single Molecule Fluorescence in situ Hybridization

Figure 2.13: BeadNet Applications. Among other applications, BeadNet can be used for the detection and counting of
cells (a, b), nanoparticles (c-f), and mRNA molecules (g). Shown results have been produced with BeadNet models that
have either been trained on the publicly available BeadNet bead data set (c-f), or on training data similar to the shown
applications (a, b, g). Data sources: a, b — Cell Tracking Challenge [27], [28]; ¢ - [85], d-f — NFFA-EUROPE - 100% SEM
Dataset [222], [223]; g — FISH-quant [96], [115]. — predicted centroid position.
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2.4.1 Counting of Cells and Cell Nuclei

Particle detection is helpful for biomedical analyses, which require only cell and cell nuclei positions
and counts but no shape information, as particle detection training data can be annotated quicker
than instance segmentation ground truth. Figure 2.13a shows BeadNet results on bright field images
of mouse hematopoietic stem cells, and Figure 2.13b the detection of HeLa cells in fluorescence
microscopy images. Therefore, a BeadNet model has been trained for each case. The software
works well on both data sets and its application requires no expert knowledge.

2.4.2 Nanoparticle Detection

Nanoparticles are, for instance, used in the organic synthesis of nanosensor arrays [224]. Under-
standing the structural arrangements of metal nanoparticles on the surface of catalytic materials is
the key to further optimization [85]. Figure 2.13c to Figure 2.13f show BeadNet detection results
of scanning electron microscopy images of nanoparticles. No application-specific nanoparticle
training data have been used to produce the shown results. Applying a BeadNet model that has
been trained on the publicly available BeadNet bead data set reaches sufficient accuracy. Thus, for
some application no time needs to be spent to annotate data. However, more likely is to create
some application-specific training data and add it to the bead data set to train a more robust model.

2.4.3 mRNA Localization

As the final exemplary qualitative use case shows Figure 2.13g the localization of mRNA molecules
visualized by single molecule fluorescence in situ hybridization. So far, the localization of RNA is
not fully understood and requires a fully automated and robust image analysis [115]. After creating
some training data, BeadNet can also be used for this kind of data and reduce the time to insight for
RNA localization.

2.4.4 Bead Detection

Ligand-coupled beads are used in in vitro experiments to mimic bacterial invasion processes [84],
[225], [226]. Figure 2.14 shows red fluorescent latex beads of 1 mm size that were chemically coupled
with a bacterial surface ligand to investigate their internalization into human cells [30]. The cells
were fixed without permeabilization, and external beads can be distinguished from internalized
beads using a ligand-specific antibody coupled to a green fluorophore. The evaluation of such
experiments requires a reliable bead detection and counting.

Data Set

The with the BeadNet source code available bead data set has been annotated together with a life
science expert and consists of 60 training, 15 validation, and 25 test images with 2587 beads [30]. The
bead diameters range from about 2 px to 4 px. Acquired microscopy images have been upsampled
based on these particle sizes (4x) resulting in particle diameters between 8 px and 16 px. A 2x
upsampling would have also been sufficient for obtaining accurate results like Figure 2.6 shows for
the synthetic data, but the 4x upsampling facilitates the annotation process as shown before (see
Figure 2.2) and has no drawbacks besides a higher computation time. In addition, some compared
methods benefit from the larger upsampling. The upsampled images have a size of 128 x 128 px
and Figure 2.14c shows an exemplary upsampled test image.
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a) Maximum Intensity b) Test image (1x) c) Test image (4x)
Projection

Figure 2.14: Ligand-Coupled Beads. Red fluorescent latex beads are chemically coupled with a bacterial surface ligand
to study their internalization into human cells. An additional green fluorophore is used to mark beads outside of cells.
Cell nuclei are blue fluorescent. A closer look shows the low resolution of the beads (b). A 4x upsampling has been
applied for the training and test data annotation (c). Taken from [30].

Compared Methods

The deep learning-based particle detection by the semantic segmentation of particle markers is
compared with the traditional methods (i) Hough transform [91], [92], (ii) Otsu thresholding [90]
with a distance transform post-processing, and (iii) TWANG [126] on the bead data set. All methods
are applied to the upsampled bead images and have been tuned manually for the best possible bead
detection results. The implementations and used parameters are stated in the following.

The Hough transform is a traditional method that can be used to find approximately circular
objects in images. This thesis uses MATLAB’s Hough transform-based spherical object detec-
tor implementation imfindcircles. The adjusted parameters of imfindcircles are radius
range: 5px - 9 px, sensitivity: 0.9, method: TwoStage, and edge threshold: 0.1. The accuracy of
imfindcircles is limited when the particle radius is less than or equal to 5 px. Thus, the Hough
transform requires the use of the 4x upsampled images.

Otsu’s method is a straightforward and easy-to-use method without parameters. However, the
threshold obtained by Otsu’s thresholding method is enlarged for the bead data to reduce the
merging of adjacent beads. Therefore, the threshold is multiplied with a manually adjusted factor
of 1.4. In addition, a Euclidean distance transform post-processing with bead centroid extraction is
applied to prevent further merging of beads.

TWANG is a segmentation method developed for 2D and 3D cell nuclei segmentation but the
Laplacian-of-Gaussian-based seed detection can also be used for bead detection. A to the 4x upsam-
pled bead images adjusted XPIWIT pipeline with median filter pre-processing is used for the method
comparison [227]: oy = 2, Opyay = 3, Oep = 1, NeighborhoodRadius: 3, StdDevMultiplicator: 1,
AllowMaximumPlateaus: True, FuseSeedPoints: True.

Results

Table 2.2 shows the quantitative results for the 25 test images containing 670 beads. As mentioned
before, a border correction has been applied to minimize the influence of only partially visible
beads. The particle diameter ranges from 8 px to 16 px in the upsampled images. A radius of 3 px
is used to define the ground truth areas required for counting false positives or added particles,
false negatives or missed particles, and splits. Here, splits are the number of additional particle
detections within a ground truth area.
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Figure 2.15: Bead Data Set Results with Single Deep Learning Model Initializations. The training process of the
dilated 1 x 1 and the 3 x 3 markers is very reliable (five trained models per marker representation, the other methods are
deterministic). Thus, both methods constantly outperform the other methods on the bead data test subset and are close
to the perfect F-score of 1.

TWANG is the traditional method with the highest recall and F; score. However, about 4 % of
the detections are still outside of a ground truth area, and about 8 % of the beads are not detected or
not precisely enough and, therefore, do not lie within a ground truth area. The Hough transform
provides a better precision but misses about 13 % of the particles. For both methods, splits are no
issue. The simple Otsu method is not competitive on the bead data set and merges many beads
resulting in a high miss rate of 44 %.

The dilated 1 x 1 and the 3 x 3 markers are superior to the 1 x 1 markers, which supports the
results of the former validation in Subsection 2.2.1. Figure 2.15 demonstrates that each trained dilated
1 x 1 and 3 x 3 markers model outperforms all traditional methods. Furthermore, no evaluation
measure shows an advantage of the traditional methods. The 3 X 3 markers produce slightly better
results than the dilated 1 x 1 markers, and the small differences between the single models indicate
a robust and reliable training process for both methods. The qualitative bead detection results in
Figure 2.16 confirm a good detection and localization of the beads. Using 1 X 1 markers results in
a high miss rate of 18 %. In addition, the differences between single models are pretty high. This
variance may be due to the missing robustness to annotation errors or inconsistencies between the
annotators and, therefore, an unstable training process. The small marker size also results in splits,
contrary to the former validation results.

Table 2.2: Bead Data Set Detection Results. All methods have been evaluated with a ground truth radius of 3 px on the
25 test images containing 670 beads. The median scores out of five trained models are shown for the deep learning-based
marker prediction methods. The other methods are deterministic.

Method Precision Recall F, Split Rate Add Rate Miss Rate
Hough transform 0.964 0.884 0.922 0% 343 % 13.13%
Otsu 0.769 0.583 0.663 2.09 % 18.36 % 44.18 %
TWANG 0.956 0.925 0.940 0% 4.33% 8.06 %
1x1 0.956 0.828 0.887 2.39% 3.28% 18.36 %
Dilated 1x 1 0.974 0.963 0.970 0.15% 224% 3.43%
3%x3 0.971 0.978 0.975 0% 2.69 % 2.09 %
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Figure 2.16: Qualitative Bead Detection Results. The results of the median F; score 3 x 3 marker model for four test
images of the bead data set are shown. - predicted centroid position.

2.5 Discussion

Accurately detecting poorly resolved particles is a challenging task, even for humans. Without an
upsampling pre-processing, no good results can be obtained for small particles using a semantic
segmentation-based deep learning approach. However, the best upsampling depends on the particle
size and the used marker size. 2x upsampling is suitable for all tested particle sizes when using
dilated 1 x 1 markers. The 3 X 3 markers require a 4x upsampling for particles with a diameter of
3 px. For particles larger than 9 px, upsampling may negatively influence the detection accuracy, as
a decline with growing particle sizes can already be seen for the 1 X 1 markers. Since the upsampling
increases the image dimensions and, therefore, the memory demand and computation time, no
upsampling is recommended for particles larger than 8 px. Overall, the dilated 1 x 1 markers and
the 3 x 3 markers provide high-quality particle detection results when coupled with an upsampling
step for small particle sizes. Furthermore, the upsampling improves not only the detection quality
of poorly resolved particles but also the localization within the ground truth areas. Remarkably,
1 x 1 markers suffer on the synthetic data sets mainly from missing particles and not from splitting
particles, as could be assumed. In fact, splitting particles is a negligible error source for all marker
representations on the synthetic data. On the other hand, the split rate for the 1 x 1 markers is
2.39 % on the real-world bead data set, while the dilated 1 x 1 markers and 3 x 3 show almost no
splits. This discrepancy between the synthetic and the real-world data is difficult to interpret since
the add and miss rates, and the F-scores are similar.

Furthermore, the bead data set results show that the dilated 1 x 1 markers and the 3 x 3 markers
outperform traditional methods like a tuned TWANG pipeline. In addition, the results of the single
models show only a small variance. The high miss rate from the 1 X 1 markers may indicate absent
robustness to annotation variability. For instance, a prediction 1 px apart from the annotated center
results in a maximum penalization for this marker representation. Such inconsistencies occur
commonly in real-world training data sets, especially when annotated by more than one annotator,
each with a different decision boundary. However, using 1 X 1 markers results also results in a
high miss rate for the synthetic data. The synthetic data set consists of about four times more
particles than the bead data set, and the particle centroids have been extracted from manually
corrected instance segmentations. Thus, there should be less annotation variability. Nevertheless,
the performance difference between single trained 1 X 1 marker models is high compared to dilated
1 x 1 markers or 3 X 3 markers. This result indicates an unstable training process. Due to the single-
pixel marker size, the reason may be a mixture of missing robustness to annotation variability, a
high class imbalance, and no possibility of partially correct predictions during training. All these
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reasons may hinder the optimization process and, therefore, lead to false negatives, which would
explain the high miss rates.

A simple way to adapt a deep learning-based particle detection approach to other domains and
applications is to annotate data and train new models. No expert knowledge of the underlying
method is required for this adaptation, in contrast to many traditional image processing methods.
Therefore, the new particle detection tool BeadNet enables easy-to-use, high-quality particle detec-
tion. Using OMERO for data management allows importing of over 150 image formats. After import,
the formats are standardized. Thus, no explicit data format conversion steps into a supported
format are needed. The pre-parameterized BeadNet workflow works well for many applications,
and all particle detection results in this thesis have been produced with BeadNet. The workflow
evaluation shows that accurate detection results are possible within 20 minutes, including training
data creation and model training. A significant advantage of deep learning-based particle detection
compared to instance segmentation is that particle detection ground truth can be annotated with
one click per particle, enabling annotating more than one particle per second as in the workflow
evaluation. Furthermore, the evaluation demonstrates that not millions of training data samples
are needed, as stated in [103]. Finally, the qualitative applications of cell counting, nanoparticle
detection, and mRNA localization indicate that BeadNet can detect different particle types and sizes
acquired with different microscopy techniques.



Instance Segmentation

The goal of instance segmentation is to locate each object in an image and to determine the shapes
of those objects. In the instance segmentation process, adjacent objects must be distinguished,
an error-prone task, especially for densely packed objects and unclear object boundaries. Since
manual data analysis is time-consuming, methods are needed that can robustly detect every single
object. A key to successfully applying supervised deep learning methods in the absence of large
training data sets is learning data representations that robustly encode instance information. Thus
far, an issue of many deep learning approaches is that no or only adjacent objects provide neighbor
information in the training process. Therefore, this chapter presents and validates novel data
representations for encoding neighbor information, i.e., adapted border maps and neighbor distance
maps. These representations aim to solve the challenging problem of distinguishing adjacent objects
without large training data sets. Furthermore, application cases of the newly developed instance
segmentation software microbeSEG are presented. This chapter builds upon [150], [167], [168].

3.1 Double-Decoder U-Net-Based Instance Segmentation

In this thesis, the CNN predictions of a neighbor information data representation are combined
with the predictions of another object information data representation in a watershed-based post-
processing. Therefore, a U-Net with two decoder paths, one for each representation, is trained.
The used neighbor information encodings and data representations, the double-decoder U-Net
architecture, the training process, and the inference are described in this section.

3.1.1 Robust Encoding of Neighbor Information

As mentioned before, instance segmentation requires the distinction of adjacent objects. However,
sometimes only a few adjacent objects are in the training data, e.g., if mainly the first frames
of a growing microbial colony are annotated to save annotation time or if most objects do not
touch. This lack of many adjacent objects and their under-representation complicate learning
the separation of objects. Nevertheless, a virtually error-free segmentation is also in these cases
required and often cannot be resolved by simple data augmentation techniques alone. In Chapter 1,
a potential merge error of simple semantic methods that do not utilize a neighbor information
encoding, e.g., the prediction of the three classes background, object interior, and object boundary,
has been shown (Figure 1.12). For instance, this behavior of misclassifying pixels between adjacent
objects can be seen in [150]. Thus, a robust encoding of neighbor information is required to help
the CNN learn the separation of adjacent objects.

Adapted Border Representation

A simple adaptation to solve the problem of missing boundary pixels in the interface of adjacent
objects when using a semantic method with three or more classes is predicting just the interface of
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b) Adapted Border

d) Neighbor Distance e) Object Distance

Figure 3.1: Data Representations for Instance Segmentation. The multi-channel adapted border label (b) consists
of dilated borders (blue), eroded object interiors (green), and background (red). Since the improved object separability
means a loss in shape information, the adapted border representation is combined with a binary background-foreground
representation (c). The neighbor distance representation utilizes normalized inverse distance to another object (d). The
neighbor distance maps are combined with normalized object distance maps (e). The ground truth is from the Cell
Tracking Challenge data set Fluo-N2DL-HeLa [27], [28].

them. However, these single-pixel thick borders are not very robust, and single-pixel misclassifica-
tions can break the post-processing [150]. The novel adapted border representation overcomes this
problem with two further adaptations: (i) morphological dilation and closing of the border class
with a 3 x 3 kernel and (ii) morphological erosion of the object interior class with a 3 X 3 kernel.
Due to the dilation, the borders are thicker and longer. The erosion of the object interior further
improves the separation of adjacent objects, as Figure 3.1b shows. In addition, the class imbalance
is reduced compared to simple borders. Thus, a slightly improved training process is expected,
besides the enhanced robustness to imperfect border predictions.

Since the eroded object interior class does not reflect the initial object shape, the three-class
adapted border representation is combined with a two-class foreground-background represen-
tation (see Figure 3.1c). The resulting method, referred to as the adapted border method in the
following, belongs to the semantic method category.

Neighbor Distance Map Representation

The adapted border method aims to minimize merging adjacent objects due to missing border pixels.
However, learning high-quality border predictions depends on the availability of adjacent objects in
the training data set. For instance, objects that do not touch but are separated by two background
pixels do not contribute border information in the training process. In the neighbor distance map
representation, each pixel of an object represents an inverse normalized distance to the nearest pixel
of the nearest surrounding object (Figure 3.1d). Thus, also non-touching objects can contribute to
learning this neighbor information encoding in the training process.
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Figure 3.2: Neighbor Distance Map Creation Steps. A selected object (a, indicated with a red cross) and the
background are converted to foreground while the other objects are converted to background (b). Then, the Euclidean
distance transform is calculated (c), cut to the object shape, and normalized (d). After the inversion (e), these steps
are repeated for each object (f). Finally, a closing (g) and a scaling step (h) are applied. Note: Calculating the distance
transform (c) only for a small region around the selected object is more efficient.

Figure 3.2 shows the generation of the neighbor distance maps. A background-foreground
conversion step is applied independently for each object in an image (Figure 3.2b), and the Euclidean
distance transform is calculated (Figure 3.2c). Then, the distance transform is cut to the shape of the
selected object and normalized (Figure 3.2d). For the normalization, the cut distance transform is
divided by the minimum of its maximum value and the maximum value of its corresponding object
distance (Figure 3.1e). The minimum operation has technical reasons and is needed to avoid artifacts
for elongated objects. After normalization, the normalized cut region is inverted (Figure 3.2e) and
the construction steps are repeated for each object. Finally, gaps are closed in a bottom-hat-
transform-based closing step with a disk-shaped kernel with a radius of 3 px (Figure 3.2g). The
bottom-hat-transform is only considered in regions with neighbor information. Finally, a scaling
step refines the neighbor distance maps, which range from 0 to 1 (Figure 3.2h).

The neighbor distance maps encode only neighbor information but no shape and instance
information. Thus, they are combined with normalized object distance maps (see Figure 3.1e).
These maps are generated by independently computing the Euclidean distance transform for each
object, treating other objects as background. So, each pixel of an object represents the distance
to the nearest pixel not belonging to this object. Object distance maps alone can also be used for
instance segmentation, e.g., the DIST method proposed in [139] using non-normalized distances.

However, combining object and neighbor distance maps and normalizing them into the range
[0, 1] should have several advantages: (i) the normalization allows using a simple threshold-based
post-processing instead of a local maxima-based post-processing, (ii) subtracting the neighbor
distance maps from the object distance maps improves the separation of object instances, and (iii)
the neighbor information can be used to avoid the wrong splitting of, for instance, dumbbell-shaped
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a) Ground Truth 1 b) Boundary 1 c) Adapted Border 1 d) Neighbor Distance 1
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Figure 3.3: Robustness of Data Representations to Annotation Variations. Even small changes in the ground
truth, simulated with morphological operations, result in different object boundaries (i). However, the adapted borders
have some overlap, and the neighbor distances show a smooth change, which should be beneficial during training.

objects occurring when using a local maxima-based or threshold-based post-processing. This
novel combination of object and neighbor distance maps, referred to as the distance method in the
following, can be interpreted as a regression version of a semantic method with the three classes
background, object interior, and object border.

Robustness to Annotation Variability

CNN s for instance segmentation are commonly trained on data with human-made annotations.
Depending on the goal and resources, either multiple annotators annotate the same objects and
combine the annotations, multiple annotators annotate different objects, or a single annotator
annotates the data. However, unclear decision boundaries of a single annotator and different
decision boundaries between annotators lead to variability in the annotations, e.g., in the shape or
size of annotated objects. Thus, a neighbor encoding should be robust to single-pixel mispredictions
and variability in the training data.
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Figure 3.4: Double-Decoder U-Net. The U-Net has two decoder paths, one for each output of the method (adapted
border or distance). Note: concatenated are the outputs of the last convolutional layer in a block and of the corresponding
transposed convolutional layer. H/W/C - height/width/channel dimension. Shown are illustrations of object and neighbor
distance map predictions.

Figure 3.3 shows data representations for two ground truths. The second ground truth has
been generated from the first ground truth by applying a morphological dilation to one object
and a morphological erosion to another. These modifications result in objects that differ only in
single pixels. The boundary difference image shows that the boundaries for both ground truth
images have almost no overlap for the two modified objects. Thus, a CNN must exactly reproduce
an annotator’s annotation to minimize the loss function, a nearly impossible scenario due to the
annotation variability.

This missing robustness is probably why the single-pixel borders are often not learned well, as
loss functions typically compare single pixels and highly penalize such slight differences complicat-
ing the convergence of a trained model to a sufficient minimum. In contrast, the adapted border
representation shows some overlap for both ground truth images and the neighbor distance repre-
sentation a smooth change. Thus, the negative influence of annotation variability on the training
process should be reduced compared to boundary or single-pixel thick border representations.

3.1.2 CNN Architecture

The CNN for the adapted border method and the CNN for the distance method need to predict two
data representations, i.e., adapted border and binary for the adapted border method, and object
distance and neighbor distance for the distance method. Therefore, the CNN is a double-decoder
U-Net. Using two paths enables each path to focus on features related to its output. In contrast,
the feature extraction in the shared encoder benefits from back-propagated information from both
decoder branches. Figure 3.4 visualizes the architecture.
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The shown U-Net has about 46 million trainable parameters when predicting two single-channel
data representations (Cyy; = 1, Coyn = 1). The number of parameters slightly increases for
multi-channel data representations as the parameters of the last 1 X 1 convolutional layer depend
on the output size. The inputs of convolutional layers are zero-padded to keep the spatial feature
map dimensions constant and to avoid cropping before concatenating corresponding encoder and
decoder feature maps. Convolutions with stride two are used for a learnable downsampling, and
transposed convolutions are used for a learnable upsampling. In addition, batch normalization
layers are used. In the first convolutional layer, 64 feature maps are used. After downsampling, the
number of feature maps is doubled in the subsequent convolutional layer until 1024 feature maps
are reached. In turn, the number of feature maps is halved in a transposed convolutional layer and
in the subsequent convolutional layer after concatenation.

The ReLU or the Mish activation function is applied to the output of convolutional layers within
the CNN. In the output layer of each decoder, the linear activation is applied for the object distance
map representation (C,,;; = 1) and the neighbor distance map representation (C,,, = 1), the
sigmoid activation function for the binary representation C,, ; = 1), and the softmax activation

out,
function for the three-class adapted borders (C,, = 3).

3.1.3 Training Process

The double-decoder U-Net is trained either with the Adam optimizer in the AMSGrad variant (8, =
0.9, f, = 0.999, no weight decay) or with the Ranger optimizer (« = 0.5, k = 6, #; = 0.95, , = 0.999,
no weight decay, with gradient centralization). The Adam optimizer is coupled with the ReLU
activation function, while the Mish activation function is used for training with the Ranger optimizer.

For all experiments in this thesis, the batch size is set to 8, resulting in an effective batch size of 4
on each of the two used GPUs. Thus, a batch size of 4 should be appropriate when using a single
GPU. A training-validation split of 80 %/20 % is used if not stated otherwise. The double-decoder
U-Net is trained on 320 X 320 px crops extracted from min-max normalized images of an annotated
data set. The use of crops and the effective batch size of 4 allow training also on consumer GPUs
with 11 GiB VRAM. However, the crop size should be increased for objects larger than 100 px to
make multiple complete objects visible in an image crop.

Loss Functions

The loss function to train the double-decoder U-Net for the distance method is the sum of the losses
for the object distance map prediction J; and the neighbor distance map prediction y,:

Lyistance (¥1-Y2:91-92) = Lsy (¥1.91) + Lspy (12, 92) (3.1)
with
N 12
V=9 . .
YT,
Lgpi (9.9) =93 (32)

N
z |yl- —j/,-| —-0.5 else.

i=1

¥, and y, are the ground truth data representations. The smooth L1 loss Lg;; is less sensitive to
outliers than the mean squared error loss [228] and should stabilize the training process.
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Table 3.1: Instance Segmentation Training Parameters. The learning rate /r is multiplied with y when the validation
loss has not decreased for N, €pochs until the minimum learning rate /r,,;, is reached. The training process stops
after N, epochs or N, epochs without validation loss improvement. The model checkpoint with the best validation

loss is used for further analysis.

Optimizer Irgant Irin 14 Ninax Npatience Nstop
Adam 8107 3.10° 0.25 see Eq. 3.7 55 Ninax 2Npatience + 5
Ranger 6-1073 45107 0.25 see Eq. 3.7 % N ax 2Npatience + 3

The loss function for the adapted border method is a weighted sum of the losses for the binary
representation prediction ; and the three-class adapted border representation prediction y,, which
consists of the single channels j, :

Lag (y1,¥2: 91 92) = a1 Lpcg (1, 91) + @1 Lpice (315 91)

A S 1 A (3.3)
+ayLeg (2. 92) + Z 5 LDice (Y2.e 92 -
c=2

v, and y, are the ground truth data representations and the single loss parts for an image with N
pixels are the binary cross-entropy loss [215]

N
A 1 - A
Lycg(y.9) = -5 Z [v; -log 3 + (1 —y,) -log (1 - 3;)] . (3.4)
i=1

the Dice loss [216]

2 Z]X] Vi )A}i
LDice(y’ .}A)) =1- N 21_ N 2’ (3.5)
Vi Xl i
the cross-entropy loss
N .
N 1 eXp (y’ *)
Leg(v.9) = N Z log ——— 7 (3.6)

i=1 23=1 exp ()A’i,c) ’

and the Dice losses for the single channels y, . of y,. In Eq. 3.6, ¢* is the channel of the ground
truth class of pixel i and J; ., is the predicted probability of the ground truth class of pixel i. For
instance, if pixel i belongs to the border class in the ground truth, then j; ., is the predicted border
class probability.

The Dice loss parts aim to improve the performance on class-imbalanced data. The intention
of the higher weighting of the border class (c=3) compared to the interior class (c=2) is a focus on
learning a better separation of objects. The loss term weights «; and a, enable scaling the losses for
v, and y, to a comparable size. This scaling avoids minimizing only the dominant loss part. In this
thesis, a; = 1 and a, = 0.7 are used.

Learning Rate Scheduler and Stopping Criteria

Table 3.1 shows the training parameters, i.e., start learning rate /r, . mins
decay factor y, maximum number of epochs N,,,, patience Np,jience> and early stopping criterion

Niiop- As for the particle detection, models are trained for a maximum number of epochs N,

minimum learning rate Ir

ax
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that depends on the number » of training and validation image crops and is used for defining the
patience and the early stopping criterion:

(200 if » > 1000,

240 if 1000 > n > 500,

320 if 500 > n > 200,

N = (3.7)
400 if 200 > n > 100,

480 if 100 > n > 50,

1560 else.

Again, the values are set empirically and provide a good trade-off between training time and model
performance for many applications. After training, the model checkpoint with the best validation
loss is used for further analysis.

Augmentations

The following training data augmentations are applied independently from each other in the stated
order with the stated probability p to improve the generalization of a trained model to unseen data,
to avoid overfitting, and to stabilize the training process:

« flipping (p = 87.5 %): flip (up-down, left-right), rotation by multiples of 90°, or combination,
« contrast (p = 45 %): histogram equalization, contrast stretching, or gamma adjustment,

« scaling (p = 25 %): scaling with random scale factor s € [0.85, 1.15],

« rotation (p = 25 %): rotation by the random angle a € [—45°,45°],

o blurring (p = 30 %): Gaussian blur with random o € [1, 2],

0.051

+ noise (p = 30 %): additive Gaussian noise with random ¢ € [0.01 I maX].

max->

I,...« is the maximum intensity in a training image. Label-preserving augmentations like blurring
modify only the training image and not the label image, e.g., of the adapted border representation.
Label-changing augmentations require a transformation of the label images as well, e.g., rotation and
scaling. Therefore, nearest neighbor interpolation is used for interpolating pixels in the transformed
label image of the adapted border method and bi-linear interpolation for the distance method.

3.1.4 Inference and Post-Processing

Min-max normalized images are fed to the double-decoder U-Net for inference. The post-processing
relies for both methods on a seed extraction step and a watershed segmentation step.

Adapted Border Method

The first step in the adapted border method post-processing is thresholding the binary representation
prediction y, with a threshold of 0.5':

Vmask = ¥1 > 0.5 (3.8)

'For better readability, some operators like the greater/threshold operator >, the squaring operator 2, or the tan operator
are applied element-wise, and from images subtracted values are matrices of the same size.
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A threshold of 0.5 is sufficient due to the use of the sigmoid activation function pushing the
predictions to 0 or 1. The resulting mask .. defines the object area in the processed image. Then,
the object interior channel J, , of the adapted border representation prediction y, is multiplied by
the inverse of the adapted border channel j, ;. This multiplication yields an improved separation of
objects compared to a simple subtraction of , ; from y,,. Connected-component labeling (CCL) of
the thresholded multiplication result yields the seeds

Pseed = CCL (($r0 - (1= $23)) > 0.5) . (3.9)

Again, 0.5 is a suitable threshold since the predictions are probabilities in the range [0, 1] due to
using the softmax activation function. Finally, seeds smaller than 5 px are filtered, and a seed-based
watershed is applied to fill the not yet labeled pixels in y, ..

Distance Method

In the distance method post-processing, the object distance map prediction y, is slightly smoothed
with a Gaussian kernel g with standard deviation ¢ = 0.5, and then a threshold 7, is applied:

Pmask = (&% 1) > 17 . (3.10)

Similar to the adapted border method post-processing, the resulting mask y,,,, defines the object
area in the processed image. The threshold #; > 0 is a hyperparameter and affects the segmented
object size. Theoretically, 1, = 0 without smoothing yields the perfect object size. However, a
threshold #; = 0.08 with slight smoothing yields good object sizes and avoids adding, due to
imperfect predictions, segmented background noise to the objects. For seed extraction, the neighbor
distance map prediction J, is rescaled to damp low values and subtracted from the smoothed object
distance map prediction ;. Thresholding with a threshold ¢, and connected-component labeling
yields the seeds

Psced = CCL ((g * 9, —tan$3) > 1,) . (3.11)

The threshold 7, is a hyperparameter whose tuning can affect (i) the splitting and merging of objects
and (ii) the detection of objects not clearly recognized by the CNN, often resulting in lower object
distance map values. However, a threshold 7, = 0.5 is sufficient in many applications and used in
the segmentation method validation in this thesis if not stated otherwise. Finally, seeds smaller than
5 px are filtered, and a seed-based watershed is applied to fill the not yet labeled pixels in

Merging-Post-Processing (Distance Method)

Subtracting the neighbor distance map predictions from the object distance map predictions in
Eq. 3.11 aims to improve the separation of adjacent objects and, therefore, to reduce merging
adjacent objects. However, combining object and neighbor distance map predictions can also
reduce over-segmentation, i.e., the splitting of objects. For instance, dumbbell-shaped objects can be
over-segmented in a threshold- or local-maxima-based post-processing when using object distance
maps alone. This over-segmentation results from extracting multiple, unconnected seeds as the
object shape forms multiple basins, with their connection below the threshold .

However, the neighbor distance prediction j, enables detecting such splits by checking the sum
of predicted neighbor distances at the interface between segmented adjacent objects. If this sum
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a) BF-C2DL-HSC b) BF-C2DL-MuSC ¢) Fluo-N2DL-HeLa d) PhC-C2DL-PSC

Figure 3.5: Exemplary Training Data Crops. The mouse hematopoietic stem cells (a) and the mouse muscle stem
cells (b) grow in a hydrogel microwell, which can be partially seen on the left side in (a). A particular feature of the
muscle stem cells is that they can elongate. The HeLa cells show different intensities (c), and the pancreatic stem cells
have partially unclear object boundaries (d). The shown data are crops from the corresponding Cell Tracking Challenge
data sets [27], [28].

is smaller than a threshold 75, the objects are merged in the optional merging post-processing. In
this thesis, objects are detected as wrongly split due to shape if the sum divided by the number of
border pixels is smaller than the empiric threshold #; = 0.075. The merging post-processing is only
applied if stated explicitly.

3.1.5 Code Availability

Python implementations of the adapted border and the distance method are available at https:
//github.com/TimScherr/DL_based_instance_segmentation_for_microscopy_images. A
user-friendly open-source instance segmentation tool is presented later in Section 3.3.

3.2 Validation

The adapted border method and the distance method are compared with state-of-the-art deep
learning methods on two bright-field microscopy data sets, one fluorescence microscopy data set,
and one phase contrast microscopy data set. All experiments have been performed on a system with
Intel Core i9-9990K CPU, 64 GiB RAM, and two NVIDIA TITAN RTX GPUs with 24 GiB VRAM.
The deep learning methods are implemented in Python with PyTorch. A field of interest correction
is applied to all results. Therefore, segmented objects not reaching into the field of interest are
filtered. The field of interest correction considers a similar procedure applied during the annotation
process of Cell Tracking Challenge data sets.

3.2.1 Training Data Set and Test Data Sets

The compared methods are trained on a single training data set consisting of data from the Cell
Tracking Challenge data sets BF-C2DL-HSC, BF-C2DL-MuSC, Fluo-N2DL-HeLa, and PhC-C2DL-
PSC. The data sets BF-C2DL-HSC and BF-C2DL-MuSC were acquired with bright-field microscopy
and show mouse hematopoietic stem cells and mouse muscle stem cells, respectively, that proliferate
in hydrogel microwells. The fluorescence microscopy data set Fluo-N2DL-HeLa shows HeLa cells,
and the phase contrast microscopy data set PhC-C2DL-PSC pancreatic stem cells on a polystyrene
substrate. All data sets are 2D+t data sets, which means that the microscopy images were acquired
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Figure 3.6: Cell Tracking Challenge Data Structure. The Cell Tracking Challenge provides two training and two
challenge data sets for each cell type included in the challenge. The ground truths of the challenge data sets are kept
secret and are used to evaluate challenge submissions. The two training data sets consist of images, human-made gold
truth annotations (GT), and computer-generated silver truth annotations (ST). In this thesis, cropped images, GTs, and
STs of the first training data set of four cell types are added to a single data set called the CTC training data set used for
training. In contrast, images and GTs of the second set are used for evaluating a method’s performance for each cell type
separately.

over time. Thus, the object amount and density vary over time due to cell division events. Figure 3.5
shows exemplary 320 x 320 px crops.

This evaluation aims to find the best method without using models specifically trained for each
object morphology and imaging technique. Therefore, a single training data set is extracted from
the four mentioned Cell Tracking Challenge data sets. Each data set comes with two subsets with
public annotations and two with non-public annotations. The provided reference annotations
consist of human-made gold truths, in which not necessarily each cell is annotated, and possibly
erroneous computer-generated silver truths. Figure 3.6 gives an overview of the data structure of a
Cell Tracking Challenge data set. To evaluate the generalization ability of a trained model, the single
training data set, which will be referred to as the CTC training data set, consists of crops taken
from the first subsets with public annotations of the four data sets BF-C2DL-HSC, BF-C2DL-MuSC,
Fluo-N2DL-HeLa, and PhC-C2DL-PSC. The second subsets with public annotations are used as
test data sets, as highlighted in Figure 3.6. Since the STs are potentially erroneous, only GTs are
used for the evaluation. In contrast to the training, where a single training data set is used, the
segmentation quality is evaluated separately for each of the four cell types.

Table 3.2: CTC Training Data Set Composition. The CTC training data set consists of four cell types acquired
with three different microscopy imaging techniques. Thus, methods need to deal with different object shapes, textures,
boundaries, intensities, and densities. In addition, the number of objects per cell type in the CTC training data set is not
balanced. All crops have a size of 320 x 320 px.

Cell Type Objects Objects Per Crop Object-Image-Area-Ratio
BF-C2DL-HSC 90 423 lto 1l 1.45%
BF-C2DL-MuSC 160 335 Ito5 1.65 %
Fluo-N2DL-HeLa 90 1594 7 to 39 7.49 %
PhC-C2DL-PSC 90 4619 13 to 191 6.17%
Total 430 6971 1to 191 3.78%

55



3 Instance Segmentation

56

c) Boundary

d) DIST e) Distance f) Ju

Figure 3.7: Data Representations of the Compared Instance Segmentation Methods. Multi-channel outputs
are color-coded with the border/boundary/touching class channel in blue, the object channel in green, the background
channel in red, and the gap class channel in white. For the object distance transforms, the values for two object maxima
and the background are stated in blue to emphasize the normalization differences. The adapted border method and the
distance method predict two outputs y, and y,.

Table 3.2 shows the number of crops and objects per cell type in the CTC training data set and
Table 3.3 provides information about the four test data sets. A single, trained model must cope with
different microscopy techniques, object densities, and cell morphologies, i.e., shape, size, color, and
texture. In addition, the total number of objects per cell type ranges from 335 for BF-C2DL-MuSC
to 4619 PhC-C2DL-PSC in the CTC training data set. This imbalance in cell amount is another
difficulty in training a well-generalizing model.

3.2.2 Compared Methods

The adapted border method and the distance method are compared on the four test data sets with
(i) a three-class semantic method predicting object boundaries referred to as the boundary method,
e.g., [41], (ii) the distance map regression method DIST [139], and (iii) a 4-class semantic method
referred to as J, method [131]. All methods are trained on the CTC training data set introduced
above. In contrast to the adapted border method and the distance method, which both predict two

Table 3.3: Properties of the Single Test Data Sets. Each model trained on the CTC training data set is evaluated on
each test data set separately. The object count includes multiple appearances of the same cell in subsequent frames.

Test Data Set Frames Frame Size Objects Objects Per Frame
BF-C2DL-HSC 1764 1010x 1010 px 64503 2to 159
BF-C2DL-MuSC 1376 1036 x 1070 px 7295 1to22
Fluo-N2DL-HeLa 92 700 % 1100 px 25425 125 to 364
PhC-C2DL-PSC 300 576 x 720 px 56 804 65 to 498




3.2 Validation

data representations, those three methods predict a single data representation y,. Therefore, a
single-decoder version of the U-Net shown in Figure 3.4 is used.

Using the same training process and similar CNN architectures enables comparing the differ-
ent data representations without possible influences of other architectural design choices. This
procedure is appropriate since this thesis focuses on the data representation itself. Furthermore,
the compared methods did not propose any architectural improvements and also used U-Net
architectures in their original publication.

The post-processing of all compared methods is based on a seed extraction step, which differs
mainly in the creation of y,, g and y...4, and a watershed transformation. Seeds with an area smaller
than 5 px are filtered for all methods but the DIST method, which relies on a local-maximum seed
detection step. The methods with their post-processing and the used loss functions are described in
the following.

Boundary Method

The prediction of object boundaries to split adjacent instances is a common and simple method, e.g.,
[141], [144], [146], and [41] utilize boundary predictions. In this thesis, a single-decoder U-Net is
trained to predict the output y; with the three channels background, object, and object boundary (see
Figure 3.7c). Therefore, object boundaries are extracted for each ground truth instance separately
with morphological dilation operations.

The softmax activation function is applied in the output layer, and the loss function is the weighted
sum of the cross-entropy loss and the Dice losses for the object interior channel y; , and the object
boundary channel y, ;:

3
- - -1 -
Lboundary (y17 yl) = LCE (yl’ yl) + Z CT LDice (yl,c’ yl,c) . (3.12)
c=2

For the watershed-based post-processing, the mask y, .4 is created by finding the pixels with the
object class as the most likely prediction:

1 ifargmax y,.; =2, (object class)
Ymask,i = ceil.2.3) (3.13)
0 else.

In this equation, y,,q; represents the value of y,,q at pixel i. The resulting mask is one at pixels
where the object channel has the highest probability and zero elsewhere. The boundary class is not
considered in Eq. 3.13 since the boundaries were extracted with dilation operations and, therefore,
do not belong to an object. The seeds required for the watershed result from connected-component
labeling:

yseed=CCL((y1,2' (1 _y1,3)) >0-5) . (3.14)

DIST Method

The DIST method proposed in [139] predicts a single-channel object distance map data repre-
sentation y;. In contrast to the distance method, which uses normalized Fuclidean distances,
non-normalized Chebyshev distances are used (see Figure 3.7d). This missing normalization re-
quires a local-maxima-based seed extraction. However, similar to the distance method, the output
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activation function of the single-decoder U-Net is the linear activation and the smooth L1 loss is
used for training:

Lpist (¥1591) = Lspy (v1,91) - (3.15)

The seed extraction in the post-processing is based on local maxima detection. Let ./ be the set of
all detected local maxima in y; and let &%, ., be the set of all paths y from a local maximum m € .
to a higher local maximum m’ € ./ with y, ,» > y; ,,. Then, m represents an object seed if along all
paths y the decrease in y, is at least p;, which means that two local maxima m and m’ only define
two seeds if the minimum of the valley between them is at least p; smaller than m. Defining the
subset of seeds

M oeeq = {m el | ( min max (y; , — yl’,-)) >pVm' e M, Vim' > Y1,m}9 (3.16)

YE«ETm! 1

with i being a pixel of a discrete path y, the mask and seed creation step can be formulated as

VYmask = 1 > 0.5, (3.17)
i ified ds

YVseed,i = e (3.18)
0 else.

The seed values can also be numbered in ascending order starting from one, but a unique value for
a seed is sufficient.

The highest AJI scores are obtained in [139] using p; = 0. However, the authors suggest higher
values of p, to aggregate local maxima to form a single object on noisy images and when making
predictions on a different domain than trained on. In this thesis, p; = 1 is used since this was the
best value on the data sets Fluo-N2DL-HeLa and BF-C2DL-HSC. In addition, a value of 2 led to
a drastic performance drop on the test data set of PhC-C2DL-PSC (under-segmentation), where
p; = 0 yielded the best results, while p; = 0 led to a drastic performance drop on the test data set
BF-C2DL-MuSC (over-segmentation).

J, Method

The last method in the comparison is the J, method that applies a J regularization loss to tackle the
class imbalance problem when predicting the single output y; with the four channels background,
object, touching, and gap, as shown in Figure 3.7f [131]. In contrast to the touching class that
belongs to an object, the gap class is located in the background of the ground truth. As for the
other multi-class predictions, the softmax activation function is applied in the last layer. The loss
function is the weighted sum of the cross-entropy loss and the J-regularization loss:

Ly, (yi:91) = Leg (1, 91) + o Ly (31, 91) - (3.19)

For the derivation and definition of the J regularization loss L, please refer to [131]. The authors
state that the cross-entropy loss should drive the initial optimization process. Thus, this thesis uses
the weight w = 0.006, resulting in a comparable size of both loss terms after roughly a third of the
training process. The different weighting to [131] may be due to different training data sets and
implementations, like using PyTorch’s cross-entropy loss that is numerically more stable than the
in [131] stated cross-entropy formula.
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Table 3.4: Encoded Neighbor Information of the Compared Methods for the CTC Training Data Set. Stated
is the relative amount of pixels with information about neighboring objects, i.e., object border pixels or pixels with a
neighbor distance greater than zero. For the J, method, ratios of the touching and the gap class are provided separately.
Using simple, not dilated, and not robust borders would result in a total relative neighbor information ratio of 0.32 %o.
Note: adjacent objects can also be distinguished without neighbor information; therefore, the amount of neighbor
information may not be related to the instance segmentation performance of a method. However, more information
should be beneficial in the training process and in the post-processing.

Cell Type Adapted Border Boundary DIST Distance Jy

BF-C2DL-HSC 0.47 %o 0 0 2.98 %o 0.55 %o / 0.72 %o
BF-C2DL-MuSC 0.11 %o 0 0 0.53 %o 0.15 %o / 0.11 %o
Fluo-N2DL-HeLa 0.55 %o 0 0 5.14 %o 0.74 %o / 1.10 %o
PhC-C2DL-PSC 2.48 %o 0 0 11.01 %o 2.81 %o / 8.30 %o
Total 0.77 %o 0 0 4.20 %o 0.92 %o / 2.16 %o

In the post-processing, it needs to be considered that the gap class (channel 4) is, per definition,
in the background and does not belong to an object, while the touching class (channel 3) belongs to
objects:

1 if argmax y,,; =2, (object class)
ce(1234)
Ymask; =31 if argmax y; .; =3, (touching class) (3.20)
ce(1234)
0 else,
Yseed = CCL ((y1,2 ) (1 - y1,3) : (1 - y1,4)) > 0.5) . (3.21)

The resulting mask y, .. is one at pixels where the object channel or the touching channel has the
highest probability and zero elsewhere.

Encoded Neighbor Information of the Compared Methods

Table 3.4 shows the encoded neighbor information of the compared methods for the CTC training
data set. In total, 0.77 %o of the pixels belong to the border class of the adapted border method.
Thus, using of adapted borders reduced the class imbalance compared to single-pixel thick borders,
for which only 0.32 %o of the pixels belong to the border class. The boundary method and the DIST
method do not use explicit information about neighboring objects. The distance method has the
highest amount of pixels contributing to the learning of neighboring objects (4.20 %o). Furthermore,
the J, method utilizes about 3.08 %o of the total pixels, but the information is split into the two
classes touching and gap.

Looking at the single cell types in the CTC training data set reveals differences due to different
object amounts and densities for the single cell types. For instance, the distance method has by far
the largest amount of neighbor information for the HeLa cells, which are often close to each other
but still separated by a few pixels, while it has a similar amount of information as the J, method
for the PSC cells, which grow very dense.

3.2.3 Results

Eleven models per method were trained on the CTC training data set with the Adam optimizer and
eleven with the Ranger optimizer. The DET measure, the SEG measure, and the mean OPgg of
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Figure 3.8: Qualitative Segmentation Results for BF-C2DL-HSC (Frame 1748). The results of a method’s best
model trained on the CTC training data set are shown (selected from the 11 Adam and the 11 Ranger models of a method).
An issue for this data set is the segmentation of the hydrogel well, in which the cells are growing, visible on the left in
the crop. Furthermore, the HSC cells in the training data set are less densely packed than in this late frame from the test
data set. A 160X 160 px crop is shown for visualization reasons.

those two measures are used as evaluation metrics. The latter measure is the overall performance
measure in the Cell Segmentation Benchmark of the Cell Tracking Challenge.

Qualitative Analysis of the Segmentation Masks

Before analyzing the evaluation metrics, the qualitative analysis of some segmentation results of the
best models for each of the four evaluated cell types offers some impressions about the strengths
and weaknesses of the compared methods.

Figure 3.8 reveals that all compared semantic methods suffer from tiny holes in the segmentation
masks and small split object parts for late frames of the BF-C2DL-HSC data set. However, this
behavior may be due to the missing of such densely packed hematopoietic cells in the training data
set. The holes could be closed in an additional post-processing step. In addition, the boundary
method shows over-segmentation. Segmenting parts of the hydrogel well is an issue for all methods
except the DIST method. Although the threshold for the DIST method of 0.5 should theoretically
provide the perfect cell size, the cells are segmented too small, indicating that the model has not
learned a slope of 1 at the transition from background to cell. The boundary method also suffers
from too small segmented cells since the boundary class does, per definition, not belong to the cell
area, a drawback for such densely packed cells.

Figure 3.9 shows the challenge of separating adjacent cells in the BF-C2DL-MuSC data set with its
muscle stem cells that can elongate. The boundaries between objects are unclear, and without the
use of time information, the single cells are difficult to annotate. However, thin branches of the cells
are not consistently annotated. Due to the difficult shape and the unclear object boundaries, over-
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Figure 3.9: Qualitative Segmentation Results for BF-C2DL-MuSC (Frame 1106). The results of a method’s best
model trained on the CTC training data set are shown (selected from the 11 Adam and the 11 Ranger models of a method).
Especially the segmentation of the elongated mouse muscle stem cell state and unclear boundaries between adjacent
cells are challenges for this data set. A 320 x 320 px crop is shown for visualization reasons.

a) Image b) Object Distance Prediction  c) Neighbor Distance Prediction d) Prediction

Figure 3.10: Improved Object Separation using Neighbor Distance Predictions. Some distance method models fail
to learn to separate objects with unclear boundaries in the object distance map. The two cells on the right merge in
the post-processing with a threshold 7, of 0.5 without the neighbor distance prediction. However, using the neighbor
distance prediction prevents this erroneous merging, although it has also not been learned perfectly for this difficult case.
The ground truth is shown in Figure 3.9.
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a) Image b) Ground Truth c) Adapted Border d) Boundary
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Figure 3.11: Qualitative Segmentation Results for Fluo-N2DL-HeLa (Frame 79). The results of a method’s best
model trained on the CTC training data set are shown (selected from the 11 Adam and the 11 Ranger models of a method).
All compared methods deliver a good segmentation and differ only in the segmentation of a single cell. The brightness
differences of the single cells seem not to be an issue and require no further pre-processing step. A 320 x 320 px crop is
shown for visualization reasons.

and under-segmentation occurs. However, the distance method provides a reasonable segmentation
quality for the shown crop of a test data set image. Furthermore, Figure 3.10 shows the benefits
of the neighbor distance information for separating objects with unclear object boundaries. Some
distance method models did not learn to separate the two cells on the right in the object distance
prediction. The neighbor distance prediction prevented the merging of these two cells.

All methods segment the HeLa cells in Figure 3.11 well. A reason may be that the number of
HeLa cells in the CTC training data set is larger than that of the mouse hematopoietic and mouse
muscle stem cells. In addition, the HeLa cells’ texture, size, and shape may be easier to learn for the
compared methods. The large brightness differences of the single cells are no issue in the shown
image crop, and, therefore, no specific pre-processing is required for the Fluo-N2DL-HeLa data set.

The pancreatic stem cells acquired with phase contrast microscopy provide the largest cell number
in the CTC training data set. However, low contrast, a small object width, and high object density
in late frames are challenging in the PhC-C2DL-PSC data set (see also Figure 3.5). The detection
scores should be mainly limited by the segmentation errors in late frames with a high object density,
as Figure 3.12 shows a reasonable mid-frame segmentation for all methods. Predicting the exact
cell size is difficult because of the low contrast, which is probably why the SEG score and the SEG
score inter-annotator agreement are the lowest of the four used Cell Tracking Challenge data sets
for PhC-C2DL-PSC as Table 3.5 shows.

Summarized, the best model of the distance method provides a good segmentation for all shown
image crops. The best models of the semantic methods have some problems segmenting the late BF-
C2DL-HSC frames, and the best DIST method model needs to be more accurate for the challenging
elongated cells of the BF-C2DL-MuSC data set. The SEG score inter-annotator agreement for those
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Figure 3.12: Qualitative Segmentation Results for PhC-C2DL-PSC (Frame 182). The results of a method’s best
model trained on the CTC training data set are shown (selected from the 11 Adam and the 11 Ranger models of a method).
All compared methods yield a good segmentation. However, the low contrast makes estimating the exact cell shape
challenging, especially for late frames with densely packed cells. A 140 x 140 px crop is shown for visualization reasons.

elongated cells are probably lower than the stated agreement in Table 3.5 since the agreement for
the roundish cells should be similar to the BF-C2DL-HSC data set.

Detection Quality

The detection quality measure DET evaluates object-level errors such as added or split objects, not
segmented missing objects, and erroneously merged objects. These error sources are weighted and
combined into a single score, as described in Chapter 1.

Figure 3.13 shows DET measure boxplots for the single data sets, methods, and optimizers. The
results for training with the Adam optimizer and training with the Ranger optimizer are stated
separately. First of all, it is noticeable that the results for the individual data sets are very different.

Table 3.5: Inter-Annotator Agreement for the Four Used Cell Tracking Challenge Data Sets. The Cell Tracking
Challenge gold truth masks are annotated independently by three experts. The inter-annotator agreement is stated as
the mean and standard deviation of the DET and SEG scores of the three manual annotations and, therefore, provides an
upper limit for the DET and SEG scores. The inter-annotator agreement for all not-simulated Cell Tracking Challenge
data sets can be found below the Cell Segmentation Benchmark leaderboard on the Cell Tracking Challenge website:
http://celltrackingchallenge.net/latest-csb-results/.

Data Set DET e

BF-C2DL-HSC 0.996 + 0.005 0.892 + 0.036
BF-C2DL-MuSC 0.994 + 0.003 0.843 + 0.026
Fluo-N2DL-HeLa 0.987 + 0.002 0.904 + 0.035
PhC-C2DL-PSC 0.983 +0.010 0.788 +0.044
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Figure 3.13: DET Measures for the Four Test Data Sets. 11 models have been trained with the Adam optimizer
and 11 with the Ranger optimizer for each method. All models are evaluated on the four test data sets separately. The
distance method provides overall the highest DET scores. The median values are shown below the lower whiskers.
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The Fluo-N2DL-HeLa data set is overall the data set with the highest scores, while the BF-C2DL-
MuSC data set has the lowest scores due to its challenging cell morphology. Furthermore, the
Ranger optimizer provides an improved median DET score in fourteen cases but a decreased median
score in six cases compared to the Adam optimizer results. Especially, the detection quality of the
distance method drops for the BF-C2DL-HSC data set when using the Ranger optimizer. However,
besides this interesting drop, the optimizer choice only slightly affects the method rankings for the
four cell types.

For the BF-C2DL-HSC data set, a distance method model trained with the Adam optimizer
provides the highest score. In addition, the median score of the Adam distance models is the highest
and the variance the smallest of all compared methods on this data set. The adapted border method
is the second best method when trained with the Adam optimizer, but the boundary method, the
DIST method, and the J, method are close behind. Using the Ranger optimizer results in higher
variance and decreased scores for the distance, the adapted border, and the J, method, and all
methods produce quite similar results in that case.

The mouse muscle stem cells of the BF-C2DL-MuSC data set can occur as small roundish objects
and in an elongated state that is prone to over- and under-segmentation. Thus, the scores are quite
low and the differences between the single trained models of a method are high. The distance
method is the only method that can constantly produce high-quality results for this challenging cell
type. The J, method can break down when trained with the Adam optimizer on the CTC training
data set. The object-level error sources are studied later to gain insight into this behavior.

In contrast, the differences between the compared methods are very small for the Fluo-N2DL-
HeLa data set. All methods reach a very good segmentation quality for this cell type. However,
the Ranger optimizer can produce slightly better results for all compared methods than the Adam
optimizer. The distance method provides the highest median DET score again.

The comparatively low values of the DIST method, especially when using the Adam optimizer,
stand out in the PhC-C2DL-PSC results. This is partially due to the choice of p; = 1 in the
post-processing resulting in under-segmentation for this particular data set. As mentioned in the
description of the DIST method, p; = 0 (each local maximum is used as seed) yielded the best results
for PhC-C2DL-PSC but resulted in over-segmentation for the other data sets. Thus, unlike the
distance method, the DIST method cannot segment all four cell types well when using a single
parameter set. However, switching from the Adam optimizer to the Ranger optimizer increases the
median score for the DIST method, indicating that the fixed parameter set for all cell types is not the
only issue of this method. The adapted border method trained with the Ranger optimizer provides
the highest median DET score for the PhC-C2DL-PSC data set. However, the other methods reach
similar scores except for the DIST method.

Table 3.6: Cases with Significant DET Score Improvements. The number of cases of a method being significantly
better than the baseline method is stated. A method can reach eight significant improvements in each comparison (one
for each data set and optimizer). None of the methods is significantly better than the proposed distance method. See
Appendix A for the statistical significance tests.

Method Baseline 1?:3:;31 Boundary DIST Distance Jy
Adapted Border - 1 2 0 1
Boundary 2 - 3 0 2
DIST 1 2 - 0 3
Distance 6 4 6 4
Jy 2 2 2 0
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Overall, using the novel distance method yields the most consistent detection quality and the best
median DET score for three of the four data sets. The DIST method suffers from its local maximum
post-processing due to the use of non-normalized Chebyshev distances. Furthermore, the adapted
border method, the boundary method, and the J, method produce pretty similar results. Table 3.6
shows that no method is significantly better than the distance method. However, the distance
method is at least in four cases better than the other method for each compared method. See
Appendix A for more information about the statistical significance testing using almost stochastic
order (ASO).

Object-Level Error Sources

The single error sources contributing to the DET measure are stated separately in Figure 3.14,
Figure 3.15, and Figure 3.16 to get more insight into the strengths and weaknesses of the single
method. The miss rate is the number of false negatives divided by the total cell number in a data set.
The combined add and split rate is the number of false positives due to adding or splitting objects
divided by the total cell number in a data set. Finally, the merge rate is the number of erroneously
merged objects divided by the total cell number in a data set.

The miss rates in Figure 3.14 reveal that the DET performance drop of the distance method
for BF-C2DL-HSC when using the Ranger optimizer is due to missing objects, i.e., the miss rate
increases from virtually no missing objects to about 10 % in the worst case. Interestingly, the miss
rate for BF-C2DL-MuSC does not increase, although the small roundish state of the mouse muscle
stem cells looks quite similar to the mouse hematopoietic stem cells. This finding might indicate
that the Ranger models do not generalize well to the late frames with high object density. Besides
that, high miss rates are mainly an issue for the PhC-C2DL-PSC data set. Especially the DIST
method does not generalize well to the late frames with high object density and misses many cells.
Thus, the DET scores were not only limited by the for all data sets fixed post-processing parameter
p;- However, the small width of the cells in the late frames is an issue for all compared methods.

Figure 3.15 shows the due to technical metric calculation reasons combined split and add rates
for the four test data sets and reveals that false positives are still a problem for all methods and data
sets. The problem of many splits and added objects may be underestimated in the DET measure
that weights erroneous merges five times more and false negatives ten times more. However,
it needs to be considered that some splits may be counted as multiple false positives if no part
fulfills the matching condition in Eq. 1.5. In addition, the high add and split rates for the data sets
BF-C2DL-HSC and BF-C2DL-MuSC are due to the hydrogel well, in which the cells proliferate,
as Figure 3.17 shows. It may be that parts of this hydrogel well are recognized as mouse muscle
stem cells in their elongated state. Since the two test data sets consist of 1764 and 1376 frames,
respectively, several thousand false positives can easily occur. These false positives can probably be
filtered in a post-processing step. However, the generalization to unknown or in the training data
under-represented structures without structure-specific false positive filtering is of interest as well.
The distance method adds the least false positives but still a significant number.

The merge rates in Figure 3.16 show that the goal of the adapted border method and the distance
method, to reduce the erroneous merging of objects, has partially been reached. The adapted order
method is the semantic method with the lowest merge rates in this comparison. The distance
method can compete with the DIST method without a local maximum post-processing, which is
prone to over-segmentation and needs a for each cell type tuned post-processing. However, the low
resolution and contrast and the high object density in the PhC-C2DL-PSC data set still result in
merges that need to be resolved.
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Figure 3.14: Miss Rates for the Four Test Data Sets. 11 models have been trained with the Adam optimizer and 11
with the Ranger optimizer for each method. All models are evaluated on the four test data sets separately. The median
values are shown above the upper whiskers.
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Figure 3.15: Combined Add and Split Rates for the Four Test Data Sets. 11 models have been trained with the
Adam optimizer and 11 with the Ranger optimizer for each method. All models are evaluated on the four test data sets
separately. The median values are shown above the upper whiskers.
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Figure 3.16: Merge Rates for the Four Test Data Sets. 11 models have been trained with the Adam optimizer and 11
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Figure 3.17: BF-C2DL-HSC and BF-C2DL-MuSC False Positive Error Source. The mouse hematopoietic stem cells
and muscle stem cells proliferate inside hydrogel microwells. All methods produce false positives at the boundaries of
those microwells that need to be filtered. This generalization errors could probably also be reduced when training on
whole frames. However, the object-to-background-ratio compared to using crops is smaller as empty crops are filtered.
Shown is a 460 x 460 px crop.

Overall, the object-level error sources are data set specific, but at least for three of the four data
sets, the miss rate and the merge rate are low, especially when using the distance method. False
positives are the largest error source but are weighted the least in the DET metric since they can
easier be corrected as false negatives or merges. Thus, a larger training data set or a filtering
post-processing is needed.

Merging Post-Processing

The merging post-processing of the distance method aims to reduce the erroneous splitting of
objects into multiple parts. Figure 3.18 shows an exemplary case where the merging post-processing
reduces this splitting of objects. Multiple seeds are extracted in the threshold-based post-processing
for two of the cells due to the cell shape forming two basins in the predicted object distance map.
Since there is no neighbor distance prediction, the split objects are identified as wrongly split and
merged in the post-processing.

Table 3.7: Changes of the Median DET Score, Miss Rate, Add/Split Rate, and Merge Rate when Applying the
Merging Post-processing on the BF-C2DL-MuSC Data Set. The changes of the median scores from Figure 3.19 are
reported. In contrast to the DET measure, a negative change means an improvement for the miss, add/split, and merge
rates. The DET score decreases due to different weightings of the error sources, although the merging post-processing
corrects more merges than it introduces splits.

Optimizer A Miss Rate [%] A Add/Split Rate [%] A Merge Rate [%]
Adam —0.015 0 —1.298 0.736
Ranger —0.002 0 —-1.734 0.521
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Figure 3.18: Reducing Splits with the Merging Post-Processing. Some object shapes in the BF-C2DL-MuSC data
set result in multiple seeds per object when applying the threshold-based seed extraction step in the post-processing.
An additional merging post-processing step can fix this over-segmentation by using the information provided by the
neighbor distance prediction. In the shown case, no neighbor distance has been predicted, implying that the cells were
erroneously split due to their shapes. Thus the single cell parts are merged. Shown is a 400 x 400 px crop from the
BF-C2DL-MuSC data set.

Figure 3.19 shows that the merging post-processing effectively reduces the add and split rate for
the mouse muscle stem cells. However, a drawback is that the merge rate increases. The miss rate
remains constant, as expected. Thus, a split decrease of about 1.3 % is offset by a merge increase
of about 0.7 % for the Adam optimizer (see Table 3.7). Since merges are weighted stronger than
splits, the DET metric decreases slightly. For the Ranger optimizer, a 1.7 % decrease in splits faces
an 0.5 % increase in merges resulting in a slightly lower DET score as well.

Looking back at Figure 3.9 reveals that adjacent elongated mouse muscle stem cells are difficult
to detect and sometimes just correctly recognized as two cells due to luck. The model never
really learned to distinguish the two elongated cells; therefore, there is also no neighbor distance
prediction. An additional upper cell size constraint can help in these cases to prevent the merging in
the merging post-processing. Finally, adjustments such as size constraints, more validation studies,
and appropriate data sets are needed to improve and validate the merging post-processing.

So, the influence of the merging post-processing on the DET score is small. However, the total
number of errors decreases since more splits are resolved than wrong merges are induced. The
evaluation of the merging post-processing is, therefore, ambiguous. Appropriate test data sets and
an improved query not only based on the neighbor distance prediction are required. Furthermore,
hyperparameter tuning of the threshold #; may also improve the merging post-processing, but
significant improvements are unlikely.

SEG Measure

The Jaccard similarity index measure SEG evaluates pixel-level errors, i.e., how well the sizes
and shapes of a ground truth object and a predicted object match. Therefore, it is an excellent

71



3 Instance Segmentation

72

N DET B Miss Rate [%] [ Add/Split Rate (%] I Merge Rate [%]

10!

T T

2.595

i 2.801

o
5 o |
(/)8 10 - - e - o 1.197 * - T
C 0.930 0.915 . 0.924 0.922
C 0.947
L E 1.297
1.067
L 0.461 0.426
0.243 0.243
107! -
[ 0.246 0.246
Without (Adam) With (Adam) Without (Ranger) With (Ranger)

Figure 3.19: Evaluation of the Merging Post-Processing on the BF-C2DL-MuSC Test Data Set. The merging
post-processing can reduce the split rates for the BF-C2DL-MuSC data set by merging adjacent objects without neighbor
distance predictions. Those objects are probably split due to their specific shape, which leads to the extraction of multiple
seeds. However, in some cases, objects are wrongly merged. Although more wrong splits are resolved than wrong
merges are induced, the DET measure slightly drops since merges are penalized stronger. The median values are shown
below the lower whiskers.

complement to the detection quality measure DET. Figure 3.20 compares the SEG scores of the
compared method for the four test data sets. Obviously, the scores differ heavily for the single cell
types. The differences have multiple reasons.

First of all, the detection quality influences how well predicted and ground truth objects match.
For instance, a split object cannot agree well with the corresponding ground truth object, and
each missing object contributes to the SEG score with a Jaccard similarity index of 0. Second,
the Cell Tracking Challenge provides much fewer segmentation ground truths than detection
ground truths (1340 vs. 154 027 for the four test data sets). Thus, false negatives of the annotated
ground truth cells can significantly influence the SEG estimation, even when the miss rates are
negligible overall. Furthermore, the four test data sets have different imaging conditions, contrasts,
and cell morphologies. At last, reaching a high Jaccard similarity index for small objects like the
hematopoietic and the pancreatic stem cells is more difficult than for the larger HeLa cells. This
is because a single-pixel difference between two predictions has a larger impact on the Jaccard
similarity index for small structures [211].

The Ranger optimizer provides an improved median SEG score in sixteen cases and only a
decreased median score in three cases compared to the Adam optimizer results. Especially for
the BF-C2DL-MuSC data set, the scores rise, which should only partially be due to an improved
detection quality. In contrast, the segmentation performance drop for BF-C2DL-HSC when using
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Figure 3.20: SEG Measures for the Four Test Data Sets. 11 models have been trained with the Adam optimizer and
11 with the Ranger optimizer for each method. All models are evaluated on the four test data sets separately. The median
values are shown below the lower whiskers. The SEG measure is influenced by object level-errors like splits, merges, and
false negatives, by pixel-level errors, and by the object size itself (smaller objects need to be segmented more accurate).
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Table 3.8: Cases with Significant SEG Score Improvements. The number of cases of a method being significantly
better than the baseline method is stated. A method can reach eight significant improvements in each comparison (one
for each data set and optimizer). See Appendix A for the statistical significance tests.

Baseline Adapted

Method Border Boundary DIST Distance Jy
Adapted Border - 3 7 1 1
Boundary 3 = 6 1 0
DIST 0 1 0 0
Distance 5 4 8 = 3
Jy 2 3 7 0 -

the distance method and the Ranger optimizer is due to the detection quality drop caused by an
increased number of missing cells.

The high variance in the SEG measures for the mouse hematopoietic stem cells cannot be
explained by the issue of segmenting parts of the hydrogel well since adding objects does not affect
the SEG measure. Possible reasons are the holes in the segmentation masks some methods produce,
a high merge rate for the boundary and J, method, and a high false negative rate, for the DIST
method especially. The distance method and the Ranger optimizer provide the most stable and
accurate results.

Splitting the cells in the elongated state mainly limits the SEG scores for the BF-C2DL-MuSC data
set. In addition, some cell parts with shallow contrast are sometimes missing. Interestingly, using
the J, or the boundary method results in a higher median SEG score than the distance method,
although the distance method produces much better DET scores. Therefore, the sizes and shapes
of correctly segmented cells are less accurate when using the distance method than the other two
methods. A possible reason may be the separate distance normalization for each object in the
object distance data representation. Thus, using a single object-size independent threshold ¢, in the
post-processing could have resulted in segmenting the larger elongated cells too small.

For the data sets Fluo-N2DL-HeLa and PhC-C2DL-PSC, the results of the single methods are
close together. Only the DIST method cannot keep up with the other methods for segmenting
pancreatic stem cells. The consistency of the methods and the single models may come from the
fact that those two cell types provide about 89 % of the cells in the CTC training data set. The
higher miss and merge rates for the PhC-C2DL-PSC data set explain the lower scores compared to
the Fluo-N2DL-HeLa data set.

Table 3.8 shows that only two times a method is significantly better than the distance method,
while the distance method can outperform each other method. See Appendix A for more information
about the statistical significance testing.

Overall Performance

After evaluating the detection quality and how well segmented and ground truth masks match,
the overall performance measure OPqg enables to evaluate and rank the methods with a single
evaluation measure that takes pixel-level and object-level errors into account. The OP gy results
are shown in Figure 3.21. As the overall performance measure OPgp is the mean of the DET and
the SEG measure, the former explanations for performance drops also apply here.

The Fluo-N2DL-HeLa data set can be segmented well and the differences between the single
methods are small for this data set. However, for the other data sets, method improvements,
sophisticated post-processing approaches including, for instance, false positive filtering, or larger
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Figure 3.21: Overall Performance Measures for the Four Test Data Sets for the Four Test Data Sets. 11 models
have been trained with the Adam optimizer and 11 with the Ranger optimizer for each method. All models are evaluated
on the four test data sets separately. The median values are shown below the lower whiskers. The overall performance
measure OPg; is the mean of the DET measure and the SEG measure.
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Table 3.9: OP¢z Rankings. Each method’s higher median score (Adam, Ranger) is compared for a single data set from
Figure 3.21 are compared for the rankings. The new distance method provides the best OP g for three of the four data
sets score, and the new adapted border method provides the best score for the fourth data set.

Method BF-C2DL-HSC BF-C2DL-MuSC Fluo-N2DL-HeLa PhC-C2DL-PSC
Adapted border method 4th Sth 3rd Ist
Boundary method 3rd 2nd 4th 2nd
DIST method 5th 4th Sth Sth
Distance method Ist Ist Ist 3rd
J4 method 2nd 3rd 2nd 4th

Table 3.10: Cases with Significant OP gz Score Improvements. The number of cases of a method being significantly
better than the baseline method is stated. A method can reach eight significant improvements in each comparison (one
for each data set and optimizer). None of the methods is significantly better than the proposed distance method. See
Appendix A for the statistical significance tests.

Method Baseline %d(:‘::it:f Boundary DIST Distance Jy
Adapted Border - 2 5 1
Boundary 2 - 5 0 7
DIST 0 1 ) 0
Distance 5 6 6 B 4
Jy 1 2 6 0 )

training data sets are needed for a near error-free performance. This finding could be expected for
the two mouse stem cell types since the number of those cells in the CTC training data set is small.

Finally, the higher of the two median scores (Adam, Ranger) of a method for a single data set are
compared to create a method ranking. This comparison yields the rankings in Table 3.9. The new
distance method provides the best OP gy for three of the four data sets score, and the new adapted
border method provides the best score for the fourth data set. Table 3.10 shows that no method is
significantly better than the distance method. However, the distance method can outperform each
other method. See Appendix A for more information about the statistical significance testing and
the results for the single data sets.

3.3 Software: microbeSEG

With the rise of deep learning methods for segmentation also came a need to make them accessible
in user-friendly tools that do not require expert programming or deep learning knowledge. For
instance, in [62], it is envisioned that replacing existing analysis pipelines with more accurate deep
learning counterparts would greatly aid researchers who conduct live-cell imaging experiments.
Moreover, a survey of 704 National Science Foundation principal investigators identified the current
and future data analysis needs (i) sufficient data storage, (ii) updated analysis software, (iii) training
on data management and metadata, (iv) support for bioinformatics and analysis, and (v) training on
basic computing and scripting [229].

microbeSEG is a new deep learning-based tool with a graphical user interface for the instance
segmentation of microscopy images. Similar to BeadNet, OMERO is used for data management.
Users need basically only to select a segmentation method and a crop size for training data creation.
The other parameters are pre-defined and work well for many applications. The microbeSEG pipeline
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microbeSEG
File & training set selection Settings
Project(s) B. subtilis | C. glutamicum | E. coli Channel: 1

Dataset(s) 04-2021 | 10-2021 Device: cpu ® gpu
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Press F1 for help.
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Figure 3.22: Graphical User Interface of microbeSEG. The minimalist design with the pre-defined parameters and
the workflow including pre-labeling with subsequent correction enable using deep learning for instance segmentation
without expert knowledge. A manual with videos is available at https://github.com/hip-satomi/microbeSEG.

consists of training data creation, data handling and loading, model training, model evaluation, and
finally, the application of trained models to experimental data. Figure 3.22 shows the graphical user
interface of microbeSEG, which was developed within the Helmholtz Imaging Platform project
SATOMI. Figure B.1 provides an overview of microbeSEG and its interaction with OMERO and the
annotation tool ObiWan-Microbi [218].

3.3.1 OMERO Data Management

As introduced in Section 2.3, OMERO is an open-source software platform from the Open Microscopy
Environment for accessing and using a wide range of microscopy data [219]. Over 150 image formats
can be imported with the OMERO.insight desktop client, and imported data are organized into
projects and data sets. After the import, the data can be processed with microbeSEG - without any
data format conversion steps or programming. Images, microbeSEG training data, and microbeSEG
results can easily be accessed and viewed in the browser with the OMERO.web client.

3.3.2 Training Data Creation

As own, application- and domain-specific training data are still the best choice for many applications,
microbeSEG offers an easy but comprehensive training data creation workflow that includes time-
efficient pre-labeling. New training data sets can be added with the graphical user interface and
are managed as OMERO data sets. In doing so, a crop size must be selected. The annotation of
crops avoids the time-consuming annotation of all, possibly densely packed, objects in an image, a
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task that is especially time-consuming for the generation of instance segmentation annotations.
Annotating smaller crops with fewer particles is more efficient since more image and object features
can be covered in the same annotation time, resulting in a more diverse training data set. Therefore,
microbeSEG offers an interactive crop selection interface (see Figure 3.23).

Similar to BeadNet, up to three — depending on the image and crop size — crop proposals of the
selected images can be viewed and added to the training data set. The crop proposals are randomly
extracted from non-overlapping image regions. Selected crops are automatically assigned to a
training, a validation, or a test subset and uploaded to OMERO. If trained microbeSEG models are
already available, pre-labeling enables identifying areas with segmentation errors. Adding such
areas facilitates the training of well-generalizing models. In addition, this approach reduces the
annotation time for correctly or partially segmented cells. Furthermore, annotated data sets can be
imported, e.g., publicly available training data sets.

The selected training data crops can be annotated with ObiWan-Microbi, an open-source mi-
croservice platform for annotating object instances in the cloud [218]. This Angular- and Ionic-based
web app connects to OMERO and has been developed jointly with microbeSEG. In addition, to the
microbeSEG pre-labeling, Omnipose [182] and Cellpose [140] can be applied. The annotations can
also be viewed with the OMERO.web client.

3.3.3 Model Training and Evaluation
Segmentation Methods

Two deep learning-based instance segmentation methods are implemented in microbeSEG: (i) the
simple boundary method, which serves as an easy-to-interpret baseline, and (ii) the distance method.
The used single-decoder U-Net has about 34 million parameters, and the double-decoder U-Net has
46 million. If not enough memory is available, the network sizes are automatically reduced to a
minimum of 2 or 3 million parameters.

Training

The segmentation method, the batch size, the optimizer, and how many models are trained need
to be specified for training a model on a selected annotated microbeSEG training data set. Adam
and Ranger are available as optimizer, each with pre-defined settings (see Table 3.1). In addition,
trained Ranger models are fine-tuned for 10 % N,,,, epochs with cosine annealing [230]. As before,
Adam is coupled with the ReLU activation function, while the Mish activation function [221] is
used for the training with Ranger. The augmentations described in Subsection 3.1.3 are applied
during training. The optimization criteria are the Dice loss and cross-entropy loss based Lpgungary
loss (see Eq. 3.12) for the boundary method and the smooth L1 loss based L g;s4nce l0ss (see Eq. 3.1)
for the distance method. After training, the model checkpoint with the best validation loss is saved
locally and available in microbeSEG.

Evaluation

A test subset is automatically split during the training data creation (25 % of the selected crops).
Trained models can be evaluated on this test subset. During the evaluation, appropriate parameters
t; € {0.05,0.075,0.10,0.125} and ¢, € {0.35,0.45} are set for the post-processing of the distance
method. As the evaluation metric, the AJI+ score is used. The AJI+ scores and their mean and
standard deviation over the test images are saved in CSV files for each evaluated model.
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Figure 3.23: microbeSEG Training Data Crop Creation Interface. Automatically proposed crops can be selected and
uploaded to OMERO (a). The crop proposals are extracted randomly from different non-overlapping image regions (the
left crop originates from the left image region, and the right crop from the right). For the pre-labeling, it is possible
to upload only the image or the image with its prediction (b). The image-only upload is helpful when the pre-label
predictions require too many manual corrections.
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3.3.4 Inference, Result Analysis, and Result Export

The best-evaluated model with its parameter set is selected automatically for inference. A manual
selection of a model is also possible. If a distance method model is selected that has not been
evaluated, default thresholds 7, and ¢, are applied in the post-processing. However, the default
thresholds may result in (slightly) too large or too small segmented objects. The segmentation
results of processed OMERO images can be stored locally or attached to the OMERO image as
polygon regions of interest, enabling joint storage of images and results. The results on OMERO
can be viewed with the OMERO.web client and, if required, be corrected with ObiWan-Microbi.
Furthermore, the object count for each frame, the mean object area, the mean minor axis length, the
mean major axis length, and the total object area can be determined. The result export includes the
original image (.tif), intensity-coded instance segmentation masks (.tif), an object outlines image
(.tif), the original image overlaid with the object outlines (.tif), and an analysis results CSV file.

3.3.5 Implementation, Installation, and Dependencies

microbeSEG is implemented in Python and uses PyTorch as deep learning framework. The graphical
user interface is built with PyQt. The software, the source code, and a detailed step-by-step guide
for easy installation and usage are available under the MIT license at https://github.com/hip-
satomi/microbeSEG. The microbeSEG data set used in the microbeSEG workflow evaluation and
pre-trained models are available on Zenodo [31], [217]. The models were trained on a data set
consisting of 826 crops of size 320 x 320 px extracted from the Omnipose data set, the mentioned
microbeSEG data set, and the Cell Tracking Challenge data sets BF-C2DL-HSC, BF-C2DL-MuSC,
Fluo-N2DL-HeLa, and PhC-C2DL-PSC. An OMERO server can be set up during the installation of
ObiWan-Microbi, which is available at https://github.com/hip-satomi/ObiWan-Microbi.

3.3.6 Workflow Evaluation

Two key features of BeadNet and microbeSEG are the use of the data management system OMERO
with its versatile data importer and the workflow covering training data creation, model training,
model evaluation, and the application of trained models. In Section 2.3, the BeadNet workflow has
been evaluated in an experiment with a limited training data creation time of 15 minutes. A result
was that high-quality results could be obtained quickly and that no extensive training data sets
were needed. This section applies a similar procedure: a microbeSEG user has 30 minutes to create
training data. Then, five distance method and five boundary method models are trained. After
that, additional 15 minutes are spent on training data creation with pre-labeling. The training data
creation time includes crop selection, annotation, and pre-label corrections. Higher training data
creation times compared to the BeadNet evaluation are used since the whole contour of an object
needs to be drawn to generate instance segmentation ground truths. In contrast, particle detection
ground truth can be created with a single click.

Data

B. subtilis and E. coli data from the Forschungszentrum Jiilich are used for the evaluation. The 2D+t
microbe data were acquired with a fully automated time-lapse phase contrast microscope setup,
and cultivation took place inside a special microfluidic cultivation device [231]. The test data set
consists of 12 B. subtilis image crops showing in total 721 cells and 12 E. coli image crops with 1168
cells. The crop size is 320 X 320 px. Three experts annotated the test images. The experts annotated


https://github.com/hip-satomi/microbeSEG
https://github.com/hip-satomi/microbeSEG
https://github.com/hip-satomi/ObiWan-Microbi

3.3 Software: microbeSEG

Table 3.11: microbeSEG Accuracy After 30 Minutes and 45 Minutes of Training Data Creation. Five boundary
method and five distance method models are trained on the training data sets created in 30 minutes and 45 minutes,
respectively. Each trained model is evaluated on the 24 test images. The median AJI+ scores for the 12 B. subtilis
images, the 12 E. coli test images, and the total test data set are reported. The times include crop selection, annotation,
and pre-label corrections. The median training time 7,,,;,, on a system with one NVIDIA TITAN RTX GPU is stated
additionally (batch size: 4). Modified from [214].

Ttrain AJI+B. subtilis AJI+E. coli AJI+total
boundary (Adam) 229 0.484 0.653 0.568
30min’ 13° 309
distance (Ranger) 822s 0.585 0.729 0.657
& boundary (Adam) 276's 0.505 0.687 0.596
30min® + 15 min¥ 22 732 -
distance (Ranger) 1060 s 0.614 0.731 0.673

% 8 training, 3 validation, and 2 test crops (for post-processing parameter adjustment).

Y 13 training, 5 validation, and 4 test crops (for post-processing parameter adjustment).

 Same training data set.

* With pre-labeling using a distance method model trained on the data set annotated in the first 30 minutes.

different crops but cross-checked their annotations. The microbeSEG user selected and annotated
crops of size 320 X 320 px from different experimental data than the experts used.

Results

Table 3.11 shows the median AJI+ scores of the boundary method and the distance method after 30
minutes and 45 minutes of training data creation time. The distance method parameters #; and 7,
have been automatically adjusted on from the user annotated crops. The distance method provides
consistently better results than the boundary method, even when using less training data creation
time for the distance method.

Further, the results show that once a suitable model has been trained, switching from completely
manual annotation to correcting pre-labeled image crops results in more objects annotated per time,
i.e,, 2.8 times more cells per minute, and increased segmentation quality for both methods and each
microbe type. Figure 3.24 helps to interpret the differences between the scores for the E. coli and the
B. subtilis test images. The E. coli scores for the distance method are mainly limited by pixel-level
errors, i.e., the test data set annotators and the microbeSEG user had a different decision boundary
for the E. coli object size. In contrast, for the B. subtilis cells, the scores are limited by object-level
errors. This behavior is mainly due to the different decision boundaries of the annotators about
when cell mitosis has finished. However, both microbe types’ scores should rise significantly when
the same persons annotate training and test data sets. Figure 3.25 shows that the neighbor distance
is especially helpful in cases with low contrast and unclear object boundaries, but it also shows the
difficulty of segmenting B. subtilis cells.

The larger training times of the distance method compared to the boundary method are due to
the use of the Ranger optimizer with other early stopping conditions (see Table 3.1), the additional
cosine annealing, and the larger CNN with two decoders. However, in further experiments, reducing
the model parameters could reduce the training times to about 2/3 or 3/4 of the reported times for
both methods without significant segmentation performance loss.

In summary, in about one hour, high-quality results are possible with microbeSEG, including
training data creation and training time. Once a broad and diverse collection of annotations is
available, either with manual annotation or the import functionality, pre-labeling can be applied
immediately. Segmenting structures of the cultivation device is no problem as such structures are
also in the created training data set.
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b) Ground Truths

d) microbeSEG Distance Method Prediction (45 min)

Figure 3.24: microbeSEG Predictions for B. subtilis and E. coli Images. Shown are the predictions of the median
distance method models reported in Table 3.11. The two left images are exemplary B. subtilis test images, and the
right two are exemplary E. coli test images. Instances are not color-coded, but the object contours are drawn for better
readability. Rearranged from [214].
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a) Image

¢) Boundary Method (Raw) d) Boundary Method

e) Distance Method f) Distance Method g) Distance Method
(Raw Object Distance) (Raw Neighbor Distance)

Figure 3.25: Unclear Object Boundaries for B. subtilis. Shown are the predictions of the median distance and
boundary method model reported in Table 3.11 (45 min). The neighbor distance prediction prevents merging in two of
the three highlighted cases. However, the low contrast results in an unclear decision boundary about when B. subtilis
cells have divided into two cells. The image is a closer view of the second B. subtilis test image from Figure 3.24 (second
image from the left). Modified from [214].

3.3.7 Key Feature Comparison

Table 3.12 provides an overview of crucial features a modern and easy-to-use microscopy image
instance segmentation software should have. Data management systems that can store, visualize,
and share data, metadata, and results facilitate using segmentation tools. When tools support only
a limited number of data formats, additional data conversion steps are required to use the tool. For
deep learning software, a workflow with training data crop creation, annotation, pre-labeling, and
training is beneficial. However, so far, most deep learning software with a graphical user interface
focuses on applying pre-trained models, and model training is not directly possible and requires
programming expertise. Further conversion steps are required if segmentation and annotation tools
are not designed to work together. Utilizing the jointly developed annotation tool ObiWan-Microbi,
microbeSEG is the only tool that covers all key features.

3.4 Applications

This section shows first qualitatively exemplary use cases of the distance method and the broad
applicability of microbeSEG to various microscopy imaging techniques and objects. Afterward, Cell
Tracking Challenge results are presented, which give further insight into the competitiveness of
the method.
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Table 3.12: Key Feature Comparison of Instance Segmentation Software for Microscopy Images. A good segmentation software should not require expert knowledge
or programming expertise. However, traditional segmentation methods may require expert knowledge for parametrization and are not state-of-the-art anymore. Thus, deep
learning tools with a versatile data management system, support of many data formats, training data creation with cropping, annotation, and pre-labeling, model training, and
result correction are required. Considered are only tools with a graphical user interface. Support of the stated data formats does not necessarily mean that each image can be
processed without conversion steps if no data management system with metadata support is used, e.g., the channel dimension can be the first or the last dimension for .tif files,
and the method may have requirements on the channel dimension position. == feature not fulfilled/supported, ): feature only fulfilled/supported with restrictions, +: feature
fulfilled/supported. Modified from [214].

EWS_MM“wﬁnS o Data Formats h@WMchm Cropping Annotation Pre-labeling Training OQHMMMMWOS
AutoCellSeg [202] -— ﬁm,%hm, - - - -— - v
BacStalk [203] -— Jjpg, .tif -— -— - - — -
Cellpose/Omnipose [140], [182], [198] - ”wmmmw v - v v v v
ChipSeg [192] - tif - - -— - - —
Deeplmage] [196] (Fiji plugin [110]) - >150P v - - - - -
microbeSEG OMERO >150° v v Ve v v Ve
Misic [206] (napari plugin [201]) - > 150 v -_ ©@* - - -
Orbit [207] OMERO > 150 @ - v - ©@° -
StarDist [138] (napari plugin [201]) - >150P v - ©@° - @ -
YeaZ [164] - 25 v — — — —_ v
YeastSpotter [209] -_— N.A. V4 - - - -_ -_

 Only deletion of objects, no shape refinement or correction of false negatives, merges and split objects.

Y OME Bio-Formats support (napari needs the napari-aicsimageio plugin).

¢ In principle possible with napari (plugins) but no training functionality with the graphical user interface.
4 With copy and paste of a segmentation script into the script editor.

¢ Only with a Python script outside of Orbit.

f Not within the graphical user interface, but in principle within the napari IPython console.

& With the associated tool ObiWan-Microbi.

84



3.4 Applications

a) Image b) Image-Segmentation Overlay

Figure 3.26: Segmentation of U20S Cells with HeLa Cell Training Data. The microbeSEG distance method model
has been trained on HeLa cells from the Cell Tracking Challenge. Data source: BBBC039 [32]. Taken from [214].

3.4.1 Cell and Cell Nucleus Segmentation
Segmentation of U20S Cell Nuclei with HeLa Cell Training Data

The method validation in Section 3.2 showed that the distance method provides high-quality cell and
cell nucleus instance segmentation results. Furthermore, multiple cell types have been segmented
well with a single model. Figure 3.26 illustrates that cells or cell nuclei similar to those in the training
data can also be segmented without re-training. Thus, the provided microbeSEG models [217],
trained on larger and more diverse training data sets, should be a good starting point for many
applications.

Growth Analysis of Microbial Cultures

Cell growth is important for the characterization and optimization of microbial cultures. Interesting
growth parameters are, for instance, the number of cells over time or size distributions. Acquired
2D+t data can be segmented and analyzed with microbeSEG. Figure 3.27 shows the results for an in
a microfluidic cultivation device growing E. coli colony.

Segmentation and Counting of Colon Nuclei

The segmentation, classification, and quantification of cell nuclei in histology images enable extract-
ing of interpretable features useful for explainable computational pathology [186]. microbeSEG
can provide the cell nucleus segmentation, as Figure 3.28 shows. The classification of segmented
nuclei can be done with a separate classification network. Another approach is to adapt the dis-
tance method for combined cell nucleus segmentation and classification as the single-branch CNN
ciscNet does [232]. ciscNet builds upon the distance method and training process but without the
neighbor distances due to the focus on classification and ranked ninth in the CoNIC: Colon Nuclei
Identification and Counting Challenge 2022, beating the former baseline HoverNet [157], [233]. In
addition, the fifth place was reached in the post-challenge analysis that compared methods trained
with the same training data split and without ensembling techniques [233].
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Figure 3.27: Cell Growth of an E. coli Colony. The microbeSEG distance method model has been trained on the
microbeSEG data set [31]. Taken from [214].

a) Image b) Image-Segmentation Overlay

Figure 3.28: Segmentation of Colon Nuclei. The microbeSEG distance method model has been trained on a subset of
the Lizard data set and applied to a hold-out Lizard data set image [29].

3.4.2 Nanoparticle Characterization

Chapter 2 shows that nanoparticles can be localized and counted with BeadNet. microbeSEG
can also deliver size and shape information at the cost of higher annotation time. However, some
nanoparticles can also be segmented without application-specific training data using a model trained
on a large and diverse data set, as Figure 3.29 shows. Generally, it is more likely that such a model

can be used for pre-labeling to create a sufficient nanoparticle segmentation training data set in a
reasonable time.

3.4.3 Fiber Detection

Material scientists need an accurate characterization of fiber microstructures to analyze the physical
properties of continuous fiber-reinforced composite materials [235]. Acquired cross-sections of a
3D sample can be processed slice-by-slice, and the detections need to be combined to reconstruct
the 3D object. Figure 3.30 shows the segmentation of a cross-section. microbeSEG can robustly
detect the fibers in the shown cross-section.



3.4 Applications

a) Image b) Image-Segmentation Overlay

Figure 3.29: Nanoparticle Segmentation. One of the provided on cell data pre-trained microbeSEG models [217]
has been applied to segment nanoparticles in scanning electron microscopy images. Only a single dark nanoparticle
is missing, a generalization problem that can be solved by creating application-specific training data. Data source:
NFFA-EUROPE - 100% SEM Dataset [222], [223].

a) Image b) Image-Segmentation Overlay

Figure 3.30: Fiber Detection. microbeSEG can also segment elliptical fibers in materials science data after creating
some training data (12 crops of size 256 X 256 px). Data source: [234].

87



3 Instance Segmentation

88

3.4.4 Cell Tracking Challenge

The Cell Tracking Challenge is an ongoing initiative to promote the development and objective
evaluation of cell segmentation and tracking algorithms [27], [28]. Besides the possibility of
submitting results for evaluation at any time, with monthly evaluation and ranking, six Cell
Tracking Challenge editions were hosted by the IEEE International Symposium on Biomedical
Imaging (ISBI). The challenge consists of a Cell Segmentation Benchmark and a Cell Tracking
Benchmark, which both share the same data sets. In 2019, computer-generated segmentation
silver truths constructed using former submissions have been added for nine data sets (see [236]
for the silver truth generation). Further silver truth annotations have been created for the sixth
challenge edition at the ISBI 2021. Currently, thirteen data sets contain silver truths in addition to
the human-made gold truths.

5th Challenge Edition at the IEEE ISBI 2020

The 5th Cell Tracking Challenge edition at the ISBI 2020 was the first edition with the availability of
silver truth annotations. The distance method provided the segmentation for the submission of the
team KIT-Sch-GE (1), which has later been renamed from the challenge organizers to KIT-GE (2). A
subsequent graph-based tracking has been applied for cell tracking [167]. The segmentation goal of
the team was to train a single distance method model to segment thirteen different cell types.

Therefore, the training data set consisted of 997 crops of size 256 X 256 px extracted from BF-
C2DL-HSC gold truths, BF-C2DL-MuSC gold truths, Fluo-N2DH-GOW'T1 gold and silver truths,
Fluo-N2DH-SIM+ gold truths, Fluo-N2DL-HelLa silver truths, Fluo-N3DH-SIM+ gold truth slices,
Fluo-N3DH-CE gold truth slices, Fluo-C3DL-MDA231 gold truth slices, and some slices from the
non Cell Tracking Challenge 3D data sets, i.e., synthetic HL60 cells [237], synthetic cells from [238],
and Drosophila melanogaster cells [43]. In contrast to Section 3.2, both provided subsets of a Cell
Tracking Challenge data set were used for training. The distance method used was a preliminary
version of the method described in Section 3.1. In particular, the training process parameters, the
augmentation sequence and parameters, the normalization, closing, and scaling steps in the neighbor
distance map creation, and the amount of blur and the seed extraction step in the post-processing
differ. The influences of the training process adaptations and neighbor distance refinements changes
are summarized in [168]. 3D data sets have been processed slice-by-slice, and the post-processing
has been straightforwardly adapted to 3D. The method description, the parameter configuration for
the single data sets, and the with the Adam optimizer trained model together with an executable
are available at http://celltrackingchallenge.net/participants/KIT-GE/.

Table 3.13 shows the Cell Segmentation Benchmark results. A total of seven top-3 rankings
were achieved for the DET measure, seven top-3 rankings for the SEG measure, and eight top-3
rankings for the OP~qg measure. The results show the competitiveness of the distance method,
although the preliminary training process used may have been a bottleneck for some data sets, as
indicated in [168]. Furthermore, the distance method provides reasonable segmentation results
for data sets without cell type specific training data in the training data set. The DET score for
the data set Fluo-N2DL-HeLa of 0.992 is higher than the reported inter-annotator agreement of
0.987 + 0.002 from the three annotators. Therefore, a segmentation quality comparable to that
of a human expert has been reached for this data set. The drop in the detection ranking for the
simulated data set Fluo-N2DH-SIM+ could be due to using only 35 of the 215 gold truth frames
available for the training data generation. This design decision was made to focus on non-simulated
data sets. However, a drawback was that over-segmentation occurred during cell divisions for this
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Table 3.13: Cell Segmentation Benchmark Results (5th Cell Tracking Challenge Edition at the ISBI 2020).
Shown are the results of a single distance method model applied to various data sets from the Cell Tracking Challenge.
The corresponding Cell Segmentation Benchmark leaderboard is available at: http://celltrackingchallenge.net/files/leader
boards/CSB/2020-04-03.png (team KIT-Sch-GE). State of results: April 3rd, 2020.

Data Set DET e OPcgp Ranking DET Ranking SEG Ranking OPgg
BF-C2DL-HSC 0.974 0.750 0.862 2nd 2nd 2nd
BF-C2DL-MuSC 0.977 0.702 0.839 2nd Ist Ist
Fluo-C3DH-H157" 0.949 0.789 0.869 4th 5th 4th
Fluo-C3DL-MDA231 0.851 0.616 0.733 5th 3rd 3rd
Fluo-N2DH-GOWT1 0.950 0.828 0.889 7th 16th 14th
Fluo-N2DL-HeLa 0.992 0.895 0.944 3rd 6th 3rd
Fluo-N3DH-CE 0.930 0.729 0.830 2nd Ist Ist
Fluo-N3DH-CHO 0.945 0.871 0.908 2nd 7th 3rd
Fluo-N3DL-DRO 0.761 0.562 0.661 4th 2nd 4th
Fluo-N3DL-TRICT 0.961 0.821 0.891 2nd Ist 2nd
Fluo-N3DL-TRIF" 0.926 0.601 0.763 3rd 3rd 3rd
Fluo-N2DH-SIM+ 0.949 0.800 0.875 12th 5th 9th
Fluo-N3DH-SIM+ 0.937 0.668 0.802 4th 4th 4th

T No data of that cell type was used to train the segmentation model.

particular data set, which probably could have been avoided using more training data. The distance
method segmentation also builds a good basis for the subsequent tracking, as nine top-3 rankings
have been achieved in the overall performance measure of the Cell Tracking Benchmark.

6th Challenge Edition at the IEEE ISBI 2021 - Primary Track

The primary track of the 6th Cell Tracking Challenge edition at the ISBI 2021 focused on studying
the generalization ability of segmentation methods. Therefore, thirteen data sets have been selected
by the organizers: BF-C2DL-HSC, BF-C2DL-MuSC, DIC-C2DH-HeLa, Fluo-C2DL-MSC, Fluo-C3DH-
A549, Fluo-C3DH-H157, Fluo-C3DL-MDA231, Fluo-N2DH-GOWT]1, Fluo-N2DL-HeLa, Fluo-N3DH-
CE, Fluo-N3DH-CHO, PhC-C2DH-U373, and PhC-C2DL-PSC. Only teams with highly competitive
methods, i.e., an OP-gg score higher than the third-ranked method minus the standard deviation
within the individual annotators for at least one of the thirteen included data sets, were allowed to
compete in the primary track.

In the primary track, qualified teams needed to submit six results per data set using different
configurations:

1. inference with a model trained with gold truths of a particular data set (13 models),
2. inference with a model trained with silver truths of a particular data set (13 models),

3. inference with a model trained with a mixture of gold and silver truths of a particular data
set (13 models),

4. inference with a model trained with gold truths of all 13 data sets (1 model for all data sets),
5. inference with a model trained with silver truths of all 13 data sets (1 model for all data sets),

6. inference with a model trained with a mixture of gold and silver truths of all 13 data
sets (1 model for all data sets).

In total, 78 results needed to be submitted, and 42 models were needed to produce the results.
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Table 3.14: Primary Track Results of the 6th Cell Tracking Challenge Edition at the ISBI 2021. The distance
method (team KIT-Sch-GE (2) / KIT-GE (3)) reached the first rank for each evaluated configuration. @CSB is the mean
OPgy score over all 78 submitted results. EESB is the mean score for the 13 data sets using the best configuration per
data set, e.g., the training on silver truths. The results have been presented at the 2021 ISBI Cell Tracking Challenge
workshop [239].

Team Category ﬁcsn ﬁésn Average Ranking
KIT-Sch-GE (2) / KIT-GE (3) RM 0.842 0.877 1.00
PURD-US SM 0.783 0.843 2.00
MU-Ra-US / MU-US (4) SM 0.578 0.807 3.67

* Two team names are stated for teams that have been renamed by the challenge organizers in 2022.

In addition, the post-processing parameter configurations were fixed for each model, resulting
in 42 parameter configurations. The training data set creation needed to be fully automated and
reproducible, e.g., no manual crop selection was allowed.

This time participated as team KIT-Sch-GE (2), which has later been renamed from the challenge
organizers to KIT-GE (3), the best mean overall performance score OPg over all 78 results, and
the best mean overall performance score @ESB over the 13 results using the best configuration
for a data set have been reached (see Table 3.14). The results may indicate a better generalization
ability of regression methods than semantic methods. However, different training strategies and
parameters, training data selection, and CNN architectures are other reasons for the differences.
The primary track has been reopened after the ISBI 2021 giving participants additional two months
for method development and adjustments. The final results are published in [236]. In contrast
to many other teams, the team KIT-Sch-GE (2) decided not to improve the submission further
using information about the results of the single configurations presented at the ISBI Cell Tracking
Challenge workshop but to focus on making the distance method accessible with microbeSEG. The
detailed results for each configuration in Table 3.15 show that, for instance, excluding training data
from the rather exotic data set Fluo-C2DL-MSC in configuration 4 may have been a wrong choice.
Still, a close second place behind the team CALT-US, which improved to a OPgg score of 0.849 and
a OP&sp score of 0.878, was reached. Overall, specialized models (configurations 1, 2, and 3) yield
slightly better results than non-specialized models (configurations 4, 5, and 6), and configuration 3,
using specialized models and a mixture of gold and silver truth, provides the best results. However,
the differences are small and more trained models are needed for further analysis.

A crucial element of the training pipeline was to extract 320 X 320 px crops from the possibly
sparsely annotated segmentation gold truths and compare them with the fully annotated detection
gold truth markers. With this approach, it was possible to use only image regions with almost all
cells annotated for the training. No quality checks have been applied for the potentially erroneous
silver truth, but 3D masks were closed with morphological operations before extracting 2D crops.
In all configurations using silver truth, the number of silver truth crops per data set has been limited
to 280 to reduce the training time. For the mixture of gold and silver truths, only silver truths from
frames without gold truth have been used, and the relative amount of silver truth has been further
limited to focus on human-made gold truth. For each configuration, one model has been trained
with the Ranger optimizer and Mish activation function and additional cosine annealing, and one
model with the Adam optimizer and the ReLU activation function. For the first configuration,
two models have been trained with each optimizer. The models with the highest OP-gg scores
on the publicly available data have been selected for submission except for the second and fifth
configuration, where the models with the highest SEG scores calculated with silver truths have
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Table 3.15: Detailed Primary Track Results of the Distance Method. Shown are the OP gy results for each primary
track configuration [236]. The best configuration for a data set is highlighted in bold.

Data Set Config. 1 Config. 2 Config. 3 Config. 4 Config. 5 Config. 6
BF-C2DL-HSC 0.916 0.896 0.908 0.901 0.881 0.904
BF-C2DL-MuSC 0.848 0.875 0.872 0.850 0.854 0.843
DIC-C2DL-HeLa 0.864 0.865 0.853 0.845 0.861 0.824
Fluo-C2DL-MSC 0.565 0.689 0.678 0.049 0.641 0.558
Fluo-C3DH-A549 0.920 0.907 0.925 0.866 0.694 0.802
Fluo-C3DH-H157 0.911 0.920 0.926 0.848 0.916 0.865
Fluo-C3DL-MDA231 0.814 0.779 0.800 0.795 0.784 0.822
Fluo-N2DH-GOWT1 0.900 0.872 0.881 0.921 0.887 0.896
Fluo-N2DL-HeLa 0.933 0.939 0.938 0.933 0.936 0.928
Fluo-N3DH-CE 0.799 0.789 0.799 0.809 0.800 0.800
Fluo-N3DH-CHO 0.925 0.848 0.871 0.926 0.895 0.915
PhC-C2DH-U373 0.924 0.927 0.927 0.903 0.909 0.903
PhC-C2DL-PSC 0.827 0.865 0.853 0.620 0.859 0.850
Mean score 0.857 0.859 0.865 0.790 0.840 0.839

been selected. Thus, for the second and fifth configuration, the gold truth has neither been used for
training nor for model selection.

6th Challenge Edition at the IEEE ISBI 2021 - Secondary Track

Contrary to the primary track, the secondary track was open for submissions without qualifica-
tion criteria and training data configuration constraints. For the KIT-Sch-GE (2) secondary track
submission, the segmentations using the third configuration from the primary track have been
coupled with an improved graph-based tracking with only a few manually tunable parameters and
automated segmentation error correction [240]. Thus, instead of using a single generalizing model
as in 2020, per data set specialized models have been used. The method description, the parameter
configuration for the third configuration, and the submitted models, together with an executable,
are available at http://celltrackingchallenge.net/participants/KIT-GE/.

Table 3.16 shows the secondary track results. Eight top-3 rankings were achieved for the DET
measure, five top-3 rankings for the SEG measure, and five top-3 rankings for the OP-gz measure.
Among them, two first OPqgp rankings could be reached for a bright-field data set, one for a
fluorescence data set, and one for a phase contrast data set. Comparing the scores to the submission
with a single model a year before reveals some improvements, like for BF-C2DL-HSC and BF-C2DL-
MuSC, but also some performance decreases. The improvements may be due to the availability
of silver truths for more data sets and the training process and method refinements of the newer
submission. The performance loss may be due to a less well adjusted threshold #, that affects the
cell size and, therefore, the SEG metric, and due to a simplified post-processing. In addition, it may
be that the training of a single model for the segmentation of multiple models may be beneficial for
the segmentation of some cell types, e.g., challenging cell types with less good silver truths.

This time, human detection performance could be reached for five data sets, i.e., BF-C2DL-
HSC (distance method DET score: 0.991, inter-annotator agreement DET score: 0.996 + 0.005),
DIC-C2DL-HeLa (0.921, 0.965 + 0.044), Fluo-C3DH-A549 (1.000, 1.000), Fluo-N2DL-HeLa (0.994,
0.987 + 0.002), and PhC-C2DL-PSC (0.975, 0.983 + 0.010). The data set Fluo-C3DH-A549 shows
only a single, large 3D cell, which explains the perfect annotator agreement and the perfect DET
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Table 3.16: Cell Segmentation Benchmark Results (Secondary Track of the 6th Cell Tracking Challenge
Edition at the ISBI 2021). Shown are the results of per data set specialized distance method models. The segmentation
models were the configuration 3 models from Table 3.15, and have been coupled with a graph-based tracking [240].
Thus, the scores can differ slightly. The corresponding Cell Segmentation Benchmark leaderboard is available at:
http://celltrackingchallenge.net/files/leaderboards/CSB/2021-04-13.png (team KIT-Sch-GE (2)). State of results: April
13th, 2021.

Data Set DET SEG OPcgp Ranking DET Ranking SEG Ranking OPgg
BF-C2DL-HSC 0.991 0.818 0.905 2nd Ist Ist
BF-C2DL-MuSC 0.979 0.777 0.878 3rd Ist Ist
DIC-C2DL-HeLa 0.921 0.778 0.850 15th 15th 14th
Fluo-C2DL-MSC 0.754 0.617 0.686 7th 6th 6th
Fluo-C3DH-A549 1.000 0.849 0.925 1st 4th 4th
Fluo-C3DH-H157 0.982 0.878 0.930 2nd 3th 2nd
Fluo-C3DL-MDA231 0.904 0.710 0.807 2nd Ist Ist
Fluo-N2DH-GOWT1 0.939 0.850 0.895 13th 22th 20th
Fluo-N2DL-HeLa 0.994 0.883 0.938 Ist 11th 11th
Fluo-N3DH-CE 0.935 0.642 0.788 2nd 5th Sth
Fluo-N3DH-CHO 0.909 0.833 0.871 8th 12th 8th
PhC-C2DH-U373 0.978 0.876 0.927 13th 16th 15th
PhC-C2DL-PSC 0.975 0.743 0.859 1st 1st 1st

score many challenge participants reach on this data set. The most challenging 2D data set is
Fluo-C2DL-MSC with its large irregular-shaped, often over-segmented cells. In addition to the
many top-3 rankings in the Cell Segmentation Benchmark, eight top-3 rankings have been achieved
in the overall performance measure of the Cell Tracking Benchmark.

Merging Post-Processing and Fluo-C2DL-Huh7 Submission

The merging post-processing reduced the number of wrongly split mouse muscle stem cells, as
shown in Figure 3.19. However, the number of wrongly merged cells also increased. Due to the
higher penalization of wrong merges than of false positives in the calculation of the DET metric, the
OPgp score dropped slightly. To further validate the merging post-processing, the KIT-Sch-GE (2)
BF-C2DL-MuSC submission has been updated using the same segmentation model and parameters
as before but with the merging post-processing. Again, the performance measures dropped slightly,
as Table 3.17 shows. However, since the submission was handled as an update, the rankings stayed
the same and did not compete with the former KIT-Sch-GE (2) scores. When the merging post-
processing is applied, a visual inspection of the segmentation results shows a temporally more
stable segmentation.

Furthermore, results for the newly added data set Fluo-C2DL-Huh7 have been submitted. The
submission achieved a first rank in each segmentation and tracking metric, reaching human detection
quality on this data set (DET score: 0.968, inter-annotator agreement DET score: 0.947 + 0.036).

3.5 Discussion

Instance segmentation of microscopy images has various challenges. The size and shapes of objects
can vary vastly, from small roundish objects to large and elongated objects with complex structures
like thin branches. Furthermore, image characteristics like SNR, contrast, and texture depend on
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Table 3.17: Cell Segmentation Benchmark Results (October 22nd, 2021). The BF-C2DL-MuSC submission is an
update using the same model and parameters as for the ISBI 2021 submission but with the merging post-processing. The
data set Fluo-C2DL-Huh7 has been newly added to the Cell Tracking Challenge. The corresponding Cell Segmentation
Benchmark leaderboard is available at: http://celltrackingchallenge.net/files/leaderboards/CSB/2021-10-22.png (team
KIT-Sch-GE (2)). State of results: October 22nd, 2021.

Data Set DET SEG OPcgp Ranking DET Ranking SEG Ranking OP¢gp
BF-C2DL-MuSC 0.978 0.774 0.876 3rd Ist Ist
Fluo-C2DL-Huh7 0.968 0.791 0.879 Ist Ist Ist

the object type, the microscopy technique used, and the imaging settings. However, the method
evaluation shows that the distance method produces high-quality results for the four evaluated
object types acquired with three different microscopy techniques without using per cell type or
microscopy technique specialized models. In addition, the pre-processing and post-processing were
the same for all data. The distance method could especially outperform the regression method DIST
and the semantic methods adapted border, boundary, and J, in terms of the overall performance
metric OPgp for the brightfield microscopy data sets BF-C2DL-HSC and BF-C2DL-MuSC. For the
other two data sets, the compared methods, besides the DIST method for the PhC-C2DL-PSC data
set, produce similar results, and the differences between single models are small. These results
indicate a better generalization of the distance method, as only 423 mouse hematopoietic stem cells
and 335 mouse muscle stem cells are in the CTC training data set. In contrast, the training data
set includes 1594 HeLa cells and 4619 pancreatic stem cells. Thus, it may be that the compared
methods’ results for BF-C2DL-HSC and BF-C2DL-MuSC converge for larger numbers of mouse cells
in the training data set. Furthermore, the method selection may not be crucial for large training
data sets as long as no method with a bottleneck is chosen.

An advantage of the distance method not used in the evaluation is tuning the post-processing
thresholds 7, and #,. The threshold #; adjusts the object size, and the threshold 7, the seed extraction.
The semantic methods do not allow adjustment of the object size since the used sigmoid or softmax
activation functions prevent fine-tuning. However, this thesis used fixed post-processing parameters
for a fair comparison. In principle, the distance method’s ¢, parameter could be adjusted per object
using the size information of a first segmentation with a fixed threshold. This adjustment would
also overcome the distance method’s disadvantage that the per-object normalization of the object
distance map results in different slopes at the background to object transition, which results in
larger objects requiring a smaller threshold than smaller objects. However, this normalization,
combined with neighbor distance maps, is the main advantage compared to the DIST method. The
DIST method requires a local maxima post-processing due to not normalizing the object distance
maps. This post-processing is prone to over-segmentation and under-segmentation depending on
the data set, and, therefore, the DIST method was not competitive in the evaluation.

The goal of the distance and the adapted border methods to avoid merging of adjacent objects
has been reached. Merging is only a relevant error source for the low contrast, thin, densely-
packed pancreatic stem cells. Even the densely-packed mouse hematopoietic stem cells in the last
frames can be detected well, although relatively few of those cells are in the CTC training data
set. However, the detailed detection error analysis revealed that false positives form the largest
number of all detection errors. Since false positives are the least weighted error source in the DET
measure calculation, relatively high false positive rates do not decrease the DET score much if
the number of true positives is high. For instance, an add/split rate of about 20 % still results in a
DET score of about 0.960 (adapted border method on BF-C2DL-HSC). Thus, other weightings may
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be needed, but the best weighting depends on the use case. Of course, some false positive error
sources, like segmenting parts of the hydrogel well or other background structures, can be filtered
in the post-processing, but at best, almost no filtering is required. Further, the weighting used
in the Cell Tracking Challenge resulted in a slight DET score decrease when using the merging
post-processing of the distance method, although the total number of errors could be decreased.
After this proof-of-concept of the merging post-processing, the detection of split cells needs to be
improved with some further constraints to avoid increasing the merge rate, which, combined with
the higher weighting, offsets the decrease in false positives.

The SEG score analysis does not offer many new insights since, for some data sets, the detection
quality limited the SEG scores. For similar detection quality, like for the Fluo-N2DL-HeLa data set,
the SEG scores of the methods were close. An interesting exception is the BF-C2DL-MuSC data set.
The distance method provides, by far, the best detection, but the J, method has the highest SEG
score. Therefore, the distance method must have some drawbacks in correctly predicting the mouse
muscle stem cell size or shape. Maybe the small thin branches are sometimes missing. Another
problem is that SEG scores for different data sets are difficult to compare since higher Jaccard indices
and, therefore, higher SEG scores are easier to obtain for larger objects since single-pixel errors
have less influence in this case. This behavior should explain the higher SEG scores for the data set
Fluo-N2DL-HeLa compared to BF-C2DL-HSC with its smaller cells.

A big issue when comparing deep learning methods is that each segmentation approach may
have its own best set of training hyperparameters, e.g., optimizer or learning rate. A grid search
is very time-consuming and often infeasible. Therefore, this thesis compared the results of two
optimizers with their own training parameters. In addition, using learning rate schedulers should
have minimized the influence of the start learning rate. The results of the Ranger optimizer and
the Adam optimizer in the validation section are consistent in many cases. Thus, it is unlikely that
the method ranking is due to the training process design. Overall, the Ranger optimizer produces
slightly better results but can also drop the performance, e.g., for the mouse hematopoietic stem
cells and the distance method. The reasons have yet to be discovered. Therefore, using the robust
Adam optimizer as the default optimizer is a good choice. The Ranger optimizer is a powerful
alternative, but not for all object types.

Finally, the distance method has been further validated with multiple submissions to the Cell
Tracking Challenge. The corresponding leaderboards and results prove that the distance method is
a state-of-the-art method that handles many imaging modalities and cell morphologies well. Fur-
thermore, the primary track results reveal that this approach can produce reasonable segmentations
when using gold truth annotations or silver truth annotations and a single model for multiple cell
types or per cell type specialized models. The primary track results could probably be improved
by not limiting the number of silver truths in the training data sets, training more models, and
testing more post-processing parameter sets. However, these decisions were made to reduce the
model training and evaluation time since 42 models needed to be selected and submitted within the
competition deadline. Further, the distance method reaches human detection performance on six
Cell Tracking Challenge data sets. Still, vast and irregular cells are a problem. Such cells may be
challenging to segment due to the limited receptive field of the used U-Net, which hinders learning
distance maps for those cells well. In addition, the merging post-processing needs to be improved
for those data sets.

The new instance segmentation tool microbeSEG uses the distance method as the default method
and requires no user interactions for post-processing adjustments since the normalized object
distances and neighbor distances enable using a single post-processing parameter set for segmenting
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many object shapes. Similar to BeadNet, microbeSEG covers the whole pipeline from training data
creation, training, evaluation, and inference. The jointly developed annotation tool ObiWan-Microbi
is used for the training data annotation. Both tools work together seamlessly and use OMERO
for data management. The workflow analysis shows that the microbeSEG workflow allows for
producing good segmentation results in a reasonable time, i.e., in about one hour with model training
and without using any formerly annotated data. The distance method outperforms the boundary
method when both are trained with these relatively small training data sets. The boundary method
may need larger training data sets to perform well due to its missing robustness to training data
variability. Furthermore, the results indicate that switching from manual annotations to pre-label
corrections is a good strategy once suitable models are available. In particular, more cells can be
annotated per time when correcting mainly object-level errors, i.e., merges, splits, and added or
missing cells. The AJI+ scores for B. subtilis are primarily limited by different decision boundaries
of the microbeSEG user and the test data set annotators in this experiment, especially for the cell
division events of the challenging filamentous B. subtilis cells and for the E. coli size. This shows
another issue when comparing deep learning methods: the methods can learn to reproduce the
decision boundary of a single training data set annotator. Thus, it can happen for small training
data sets that the training data set annotator is evaluated and not the methods themselves. Best,
more than one person and the same persons annotate the training and the test data for method
comparisons.

Once a large and diverse annotated data set is established, only significant changes in the
experimental setup or specific cases where the segmentation still fails require further annotation.
The microbeSEG crop selection with pre-labeling allows adding exactly those new training data
where segmentation errors occur. A drawback of using crops is that many proposed crops show
no cells for large images, a small selected crop size, and low object density. This behavior can, for
instance, occur in a 2048 x 2048 px image with less than ten cells and a small crop size of 128 x 128 px.
In such a case, a larger crop size needs to be selected. Another limitation of microbeSEG is that
the segmentation method does not support the segmentation of overlapping objects. In summary,
microbeSEG covers many features and functionalities needed for efficient instance segmentation,
and the qualitative results show that microbeSEG can be applied to many different applications.
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Conclusion and Outlook

4.1 Conclusion

Reducing the time to insight for researchers working with microscopy image data requires highly
automated, versatile, accurate, easy-to-use, and reliable particle detection and instance segmenta-
tion methods. In particular, such methods should perform well for different imaging conditions,
microscopy techniques, object shapes, and applications without requiring expert knowledge for
domain adaptation or large training data sets. Thus, this thesis focused on developing new deep
learning approaches and tools to leverage supervised deep learning for efficient particle detection
and instance segmentation in microscopy images.

Chapter 2 presented a new particle detection approach using a particle size-dependent upsampling
pre-processing and a U-Net for the semantic segmentation of particle markers. After validating the
upsampling pre-processing with synthetically created data, the corresponding particle detection tool
BeadNet has been introduced. Furthermore, the BeadNet particle detection has been compared with
traditional particle detection methods on a real-world fluorescent bead data set. Chapter 3 presented
two novel instance segmentation methods using a double-decoder U-Net, i.e., the adapted border
method and the distance method. The methods have been validated for four different cell types and
three microscopy imaging techniques. In addition, the superior distance method proved its potential
in the Cell Tracking Challenge. Therefore, the novel instance segmentation tool microbeSEG uses
the distance method. Summarized, the main contributions of this thesis are:

+ A new particle detection method consisting of an upsampling pre-processing and the seman-
tic segmentation of particle markers with a U-Net. The method has been compared with

traditional methods on a real-world fluorescent latex bead data set and outperforms those on
the bead data.

+ The evaluation of the upsampling pre-processing for low-resolution particle detection on
synthetically created data sets with different particle sizes. This evaluation compared three
marker representations and showed that 1 x 1 markers are inferior to dilated 1 x 1 and 3 x 3
markers and that upsampling pre-processing is needed for particles with a diameter smaller
than 7 px.

« The development of the open-source particle detection tool BeadNet, which uses OMERO for
data management. BeadNet offers training data creation, model training, model evaluation,
and model application. Furthermore, BeadNet comes with the bead data set.

« The validation of the BeadNet workflow showing that good detection results can be obtained
on the synthetically created data within half an hour on a system with an NVIDIA TITAN
RTX GPU. The time includes the manual annotation and the model training.

« Two novel instance segmentation methods, i.e., the adapted border method and the distance
method. The adapted border method is a semantic method and predicts a two-class foreground-
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background data representation and a three-class representation with the classes eroded
object interior, dilated borders, and background. The distance method is a regression method
and predicts normalized object distance maps and neighbor distance maps. Both methods have
been compared with state-of-the-art methods on four different data sets. The distance method
provided the most consistent results on those data sets. Furthermore, it could outperform the
other methods on data sets with object types under-represented in the training data set.

« A detailed detection error analysis for the compared instance segmentation methods. The
analysis indicated that the DET measure might underrate false positives and that the segmen-
tation of background structures not included or under-represented in the training data is a
problem without filtering post-processing.

« A proof-of-concept of the merging post-processing that can overcome the over-segmentation
problem for specific object shapes. However, the reduction of splits can increase merge errors.

« Multiple top-3 rankings in the Cell Segmentation Benchmark of the Cell Tracking Challenge
with the distance method reaching human detection accuracy on six data sets, i.e., one phase
contrast microscopy, three fluorescence microscopy, one bright-field microscopy, and one
differential interference contrast microscopy data set. Furthermore, good results could be
reached when using a single model to process multiple cell types or specialized models.

« The development of the open-source instance segmentation tool microbeSEG that uses
OMERO for data management and covers training data creation with pre-labeling, model
training, model evaluation, and model application. Furthermore, microbeSEG models trained
on cell data are provided to reduce manual annotation time for life science researchers.

+ The validation of the microbeSEG workflow showing that good segmentation results can be
obtained for microbe data in about an hour on a system with two NVIDIA TITAN RTX GPUs.
The time includes the manual annotation and the model training. In addition, it was shown
how much pre-labeling increases the number of cells annotated in a specific time.

When to use particle detection or instance segmentation depends on the information to be extracted
from the images. The workflow analyses of BeadNet and microbeSEG showed that particle detection
training data could be much faster annotated than segmentation training data. Thus, particle
detection can be more efficient than instance segmentation if the size and shape of the objects are a
priori known or not required for subsequent analysis. However, instance segmentation features
more information for subsequent analysis or tasks like object classification and object tracking and,
therefore, is more powerful overall.

In summary, this dissertation disproves the often-raised concern about deep learning that exten-
sive and time-consuming annotation of training data is required for successful particle detection
and instance segmentation. BeadNet and microbeSEG cover many features and functionalities
needed for efficient particle detection and instance segmentation. Good results can be obtained
within reasonable times, even without using any available annotated data sets or pre-labeling right
from the beginning. The qualitative applications of BeadNet and microbeSEG show that these tools
enable the processing of many different microscopy image data.

4.2 Outlook

A possible future direction for the development of BeadNet and microbeSEG is to study how much
the U-Net size can be reduced without losing accuracy. Reducing the CNN parameters results in less
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memory demand, enables faster training and inference, and thus improves the user experience. In
addition, pruning and mixed precision training are interesting techniques but need to be evaluated
for particle detection and instance segmentation. Furthermore, annotator variability inspection [69],
[241], weakly supervised learning [242], [243], and self-supervised learning [244] strategies are
particularly interesting. Such strategies can further accelerate and improve the annotation process.

An idea to improve the distance method is to clip instead of normalize object distance map values.
Clipping would result in slopes independent from the object size, while simple threshold-based
post-processing can still be applied. In addition, CNNs have a limited receptive field. Thus, it may
be easier to learn the clipped value than the distance to the background for objects larger than the
receptive field. Furthermore, other transformations than a distance transform may be easier to
learn for a CNN.

Of course, a native 3D adaptation of the particle and instance segmentation methods is re-
quired. However, annotating data in 3D is much more time-consuming and challenging than in
2D. Thus, novel concepts are needed for an efficient 3D workflow. Such a workflow may need to
include automated synthetic training data generation, e.g., with conditional generative adversarial
networks [245], denoising diffusion probabilistic models [246], or hybrid approaches combining
conventional simulation methods with deep learning [247]. However, so far, those approaches
need expert knowledge for training and application, and it is challenging to integrate them into
easy-to-use tools.

A big issue when comparing deep learning approaches is that each data representation may
have its best architecture, optimizer, learning rate, augmentation set, loss, and its best initialization,
among others. Furthermore, the best settings and parameters can be application- and data-set-
specific. A grid search is, in many cases, infeasible due to the training times. Thus, it is challenging
to draw general conclusions from method comparisons. Image processing competitions avoid this
problem by letting the participants tune their solutions. However, this approach makes it impossible
to conclude if a method won the competition due to a superior data representation, a good training
process, the architecture, some custom augmentations that close domain gaps to the test data, or
the use of external data, which is sometimes allowed. For instance, the post-challenge analysis of
the CoNIC Challenge revealed that the training-validation split and ensembling techniques partially
have more influence than the method selection [233]. Thus, the guidelines for competitions in [248]
need, first of all, to be applied and be extended for deep learning methods. The method and tool
development may slow down without such guidelines.

One idea to address the result analysis issue for deep learning methods is that competitions
should have multiple separate tasks with specified settings like:

« a fixed training-validation split and augmentation set and no ensembling,

« a fixed architecture to compare data representations,

» a fixed data representation to compare architectures,

« using a small or imbalanced training data subset to study the data amount dependency,
« no use of annotated data to compare unsupervised methods,

« a completely free task to indicate the maximum possible segmentation performance.

Of course, the effort of challenge organizers, data annotators, and participants will increase when
considering all these recommendations. However, organizers may select only a subset of appropriate
tasks when they have a clear goal for their competition. Finally, more meta-analyses, like in [249],
are needed.
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Statistical Significance

Deep neural networks display non-convex loss surfaces, and their performance highly depends
on hyperparameters and other stochastic factors, making comparisons between methods difficult.
Furthermore, the assumption of the r-test that the test data set scores are drawn from normal
distributions may not be valid, and tests like the Mann-Whitney U test may rely on an unrealistic
stochastic order [250]. Thus, this thesis uses almost stochastic order (ASO) for testing statistical
significance [250]-[252]. ASO is a statistical significance test with minimal assumptions on the
distribution from which the performance scores are drawn and quantifies the gap between two
distributions and the extent to which stochastic order is being violated [250]. The null hypothesis
is rejected with a confidence 1 — @ when the minimal distance €,;,, is smaller than a threshold .
In [251], ASO is, amongst others, compared with the Student’s ¢-test, the Wilcoxon signed-rank test,
and the Mann-Whitney U test, and following [251], this thesis uses the threshold 7 = 0.2 instead of
7 = 0.5. Table A.1 to Table A.24 report the statistical significance of the evaluation results from
Section 3.2.

Table A.1: Significance of the DET Measure Results for BF-C2DL-HSC (Adam). Stated are the minimal distances
€min Of the ASO test for the BF-C2DL-HSC DET results with the Adam optimizer shown in Figure 3.13. Bold distance

scores €,;, indicate that a method is significantly better than the compared baseline method (e, < 0.2, @ = 0.05).
Method Baseline %d;}:lt:;i Boundary DIST Distance Jy
Adapted Border - 1.0 1.0 0.988 0.755
Boundary 1.0 - 1.0 0.993 0.517
DIST 1.0 0.881 - 0.992 0.487
Distance 0.055 0.018 0.029 o 0.0
Jy 1.0 1.0 1.0 1.0 -

Table A.2: Significance of the DET Measure Results for BF-C2DL-HSC (Ranger). Stated are the minimal distances
€min Of the ASO test for the BF-C2DL-HSC DET results with the Ranger optimizer shown in Figure 3.13. Bold distance

scores €,;,, indicate that a method is significantly better than the compared baseline method (e, < 0.2, @ = 0.05).
Method Baseline %do?()it:f Boundary DIST Distance Jy
Adapted Border - 0.838 1.0 0.819 0.322
Boundary 1.0 - 1.0 0.869 0.405
DIST 0.538 0.470 - 0.648 0.185
Distance 1.0 1.0 1.0 = 0.559

Jy 1.0 1.0 1.0 1.0 -
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Table A.3: Significance of the DET Measure Results for BF-C2DL-MuSC (Adam). Stated are the minimal distances
€min Of the ASO test for the BF-C2DL-MuSC DET results with the Adam optimizer shown in Figure 3.13. Bold distance
scores €,;, indicate that a method is significantly better than the compared baseline method (e, < 0.2, « = 0.05).

Method R %d(:%t:;l Boundary DIST Distance Iy
Adapted Border - 0.148 1.0 0.996 0.004
Boundary 1.0 - 1.0 0.993 0.129
DIST 0.557 0.078 - 0.9928 0.001
Distance 0.010 0.016 0.018 - 0.0
J, 1.0 1.0 1.0 1.0 -

Table A.4: Significance of the DET Measure Results for BF-C2DL-MuSC (Ranger). Stated are the minimal distances
€min Of the ASO test for the BF-C2DL-MuSC DET results with the Ranger optimizer shown in Figure 3.13. Bold distance
scores ¢,;, indicate that a method is significantly better than the compared baseline method (e,,;,, < 0.2, « = 0.05).

Baseline Adapted

Method Border Boundary DIST Distance Iy
Adapted Border - 1.0 1.0 0.999 1.0
Boundary 0.008 - 0.112 1.0 0.002
DIST 0.232 1.0 - 0.997 0.499
Distance 0.007 0.011 0.016 - 0.0
Jy 0.634 1.0 1.0 1.0 -

Table A.5: Significance of the DET Measure Results for Fluo-N2DL-HeLa (Adam). Stated are the minimal distances
€min Of the ASO test for the Fluo-N2DL-HeLa DET results with the Adam optimizer shown in Figure 3.13. Bold distance
scores ¢,;, indicate that a method is significantly better than the compared baseline method (e,,;,, < 0.2, « = 0.05).

Method Baseline %d;}:;:f Boundary DIST Distance Jy
Adapted Border - 0.282 0.996 0.856 1.0
Boundary 1.0 = 0.983 1.0 0.981
DIST 0.031 0.059 - 0.267 0.017
Distance 1.0 0.563 1.0 = 1.0
Jy 0.207 0.068 1.0 0.693 -

Table A.6: Significance of the DET Measure Results for Fluo-N2DL-HeLa (Ranger). Stated are the minimal
distances ¢,;,, of the ASO test for the Fluo-N2DL-HeLa DET results with the Ranger optimizer shown in Figure 3.13.
Bold distance scores €,,;,, indicate that a method is significantly better than the compared baseline method (e, < 0.2,

a = 0.05).
Method Baseline %d‘:_%t:f Boundary DIST Distance Jy
Adapted Border - 1.0 1.0 1.0 1.0
Boundary 0.699 - 1.0 1.0 1.0
DIST 0.439 0.537 - 1.0 1.0
Distance 0.024 0.007 0.042 = 0.091
Jy 0.114 0.068 0.371 1.0 -
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Table A.7: Significance of the DET Measure Results for PhC-C2DL-PSC (Adam). Stated are the minimal distances
€nin Of the ASO test for the PhC-C2DL-PSC DET results with the Adam optimizer shown in Figure 3.13. Bold distance
scores €, indicate that a method is significantly better than the compared baseline method (¢,,;,, < 0.2, « = 0.05).

Baseline I;d;.}:it:f Boundary Distance
Adapted Border - 0.998 0.0 1.0 1.0
Boundary 0.021 = 0.0 0.712 0.528
DIST 1.0 1.0 - 0.995 0.996
Distance 0.025 1.0 0.010 = 0.685
Jy 0.092 1.0 0.009 1.0 -

Table A.8: Significance of the DET Measure Results for PhC-C2DL-PSC (Ranger). Stated are the minimal distances
€min Of the ASO test for the PhC-C2DL-PSC DET results with the Ranger optimizer shown in Figure 3.13. Bold distance
scores €, indicate that a method is significantly better than the compared baseline method (e,,;,, < 0.2, « = 0.05).

Method Baseline %ﬁ%t:f Boundary DIST Distance Jy
Adapted Border - 0.370 0.0 0.872 0.367
Boundary 1.0 = 0.0 1.0 1.0
DIST 1.0 1.0 - 1.0 1.0
Distance 1.0 0.577 0.006 - 0.512
Jy 1.0 1.0 0.006 1.0 -

Table A.9: Significance of the SEG Measure Results for BF-C2DL-HSC (Adam). Stated are the minimal distances
€in Of the ASO test for the BF-C2DL-HSC SEG results with the Adam optimizer shown in Figure 3.20. Bold distance
scores €,,;, indicate that a method is significantly better than the compared baseline method (e,,;,, < 0.2, « = 0.05).

Method LR I;d:l-};teer(i Boundary DIST Distance Jy
Adapted Border - 0.881 0.007 1.0 1.0
Boundary 1.0 - 0.001 0.99 1.0
DIST 1.0 1.0 - 0.995 0.998
Distance 0.033 0.023 0.008 = 0.001
Jy 0.462 0.215 0.006 1.0 -

Table A.10: Significance of the SEG Measure Results for BF-C2DL-HSC (Ranger). Stated are the minimal distances
€min Of the ASO test for the BF-C2DL-HSC SEG results with the Ranger optimizer shown in Figure 3.20. Bold distance
scores ¢, indicate that a method is significantly better than the compared baseline method (e,,;,, < 0.2, « = 0.05).

Method Baseline %‘tl‘)it:f Boundary DIST Distance Jy
Adapted Border - 0.189 0.354 1.0 0.610
Boundary 1.0 = 1.0 1.0 1.0
DIST 1.0 0.626 - 1.0 1.0
Distance 0.182 0.006 0.047 = 0.080
Jy 1.0 0.457 0.662 1.0 -
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Table A.11: Significance of the SEG Measure Results for BF-C2DL-MuSC (Adam). Stated are the minimal distances
€in Of the ASO test for the BF-C2DL-MuSC SEG results with the Adam optimizer shown in Figure 3.20. Bold distance

scores €, indicate that a method is significantly better than the compared baseline method (¢,,;,, < 0.2, a = 0.05).
Method Baseline I;d;lzit:f Boundary DIST Distance Jy
Adapted Border - 1.0 0.001 1.0 0.997
Boundary 0.063 - 0.0 1.0 1.0
DIST 1.0 1.0 - 1.0 0.995
Distance 0.021 0.571 0.007 = 1.0
Jy 0.009 0.153 0.009 0.244 -

Table A.12: Significance of the SEG Measure Results for BF-C2DL-MuSC (Ranger). Stated are the minimal
distances ¢, of the ASO test for the BF-C2DL-MuSC SEG results with the Ranger optimizer shown in Figure 3.20.
Bold distance scores ¢,,;, indicate that a method is significantly better than the compared baseline method (e, < 0.2,

a = 0.05).
Method Baseline I}d;}:;:f Boundary DIST Distance Jy
Adapted Border - 1.0 0.0 1.0 1.0
Boundary 0.026 - 0.0 0.138 0.545
DIST 1.0 1.0 - 0.999 0.994
Distance 0.336 1.0 0.007 - 1.0
Jy 0.085 1.0 0.010 0.301 -

Table A.13: Significance of the SEG Measure Results for Fluo-N2DL-HeLa (Adam). Stated are the minimal
distances ¢, of the ASO test for the Fluo-N2DL-HeLa SEG results with the Adam optimizer shown in Figure 3.20.
Bold distance scores ¢,,;,, indicate that a method is significantly better than the compared baseline method (¢, < 0.2,
a = 0.05).

Method Baseline %d;g:f Boundary DIST Distance Jy
Adapted Border - 0.0 0.0 0.027 0.003
Boundary 1.0 - 1.0 0.998 0.994
DIST 1.0 0.065 - 1.0 1.0
Distance 1.0 0.023 0.060 = 1.0
Jy 1.0 0.029 0.044 0.994 -

Table A.14: Significance of the SEG Measure Results for Fluo-N2DL-HeLa (Ranger). Stated are the minimal
distances e, of the ASO test for the Fluo-N2DL-HeLa SEG results with the Ranger optimizer shown in Figure 3.20.
Bold distance scores ¢,,;, indicate that a method is significantly better than the compared baseline method (¢, < 0.2,
a = 0.05).

min

Baseline Adapted

Method Border Boundary DIST Distance Jy
Adapted Border - 0.014 0.0 1.0 0.928
Boundary 1.0 - 0.004 0.997 1.0
DIST 1.0 1.0 - 0.997 0.999
Distance 0.037 0.011 0.006 - 0.029
Jy 1.0 0.085 0.005 1.0 -




Table A.15: Significance of the SEG Measure Results for PhC-C2DL-PSC (Adam). Stated are the minimal distances
€nin Of the ASO test for the PhC-C2DL-PSC SEG results with the Adam optimizer shown in Figure 3.20. Bold distance
scores €,,;,, indicate that a method is significantly better than the compared baseline method (e, < 0.2, @ = 0.05).

Baseline Adapted

Method Border Boundary DIST Distance Jy
Adapted Border - 1.0 0.0 1.0 1.0
Boundary 0.127 - 0.0 1.0 0.389
DIST 1.0 1.0 - 0.993 0.994
Distance 0.032 0.701 0.010 - 0.237
Jy 0.634 1.0 0.010 1.0 -

Table A.16: Significance of the SEG Measure Results for PhC-C2DL-PSC (Ranger). Stated are the minimal
distances e,,;, of the ASO test for the PhC-C2DL-PSC SEG results with the Ranger optimizer shown in Figure 3.20.
Bold distance scores ¢,

min indicate that a method is significantly better than the compared baseline method (¢, < 0.2,

a = 0.05).

Method Baseline I;d:r}::f Boundary DIST Distance

Adapted Border - 0.899 0.0 1.0 0.575

Boundary 1.0 - 0.0 1.0 1.0

DIST 1.0 1.0 - 0.994 0.994

Distance 0.935 0.912 0.008 - 0.487

Jy 1.0 0.985 0.008 1.0 -

Table A.17: Significance of the OPy; Measure Results for BF-C2DL-HSC (Adam). Stated are the minimal distances
€min Of the ASO test for the BF-C2DL-HSC OPy results with the Adam optimizer shown in Figure 3.21. Bold distance

scores €,,;, indicate that a method is significantly better than the compared baseline method (e, < 0.2, @ = 0.05).
Method Baseline ‘;cti'lzit:rd Boundary DIST Distance Jy
Adapted Border - 0.789 0.018 0.994 1.0
Boundary 1.0 - 0.001 0.993 1.0
DIST 1.0 1.0 - 0.994 0.996
Distance 0.025 0.016 0.009 ° 0.0
Jy 0.660 0.320 0.011 1.0 -

Table A.18: Significance of the OP.; Measure Results for BF-C2DL-HSC (Ranger). Stated are the minimal
distances e,;,, of the ASO test for the BF-C2DL-HSC OPg; results with the Ranger optimizer shown in Figure 3.21.

Bold distance scores €, indicate that a method is significantly better than the compared baseline method (e,;,, < 0.2,
a = 0.05).

min

Method Baseline I;d:rl"it:f Boundary DIST Distance Jy
Adapted Border - 0.206 0.517 1.0 0.409
Boundary 1.0 - 1.0 1.0 1.0
DIST 1.0 0.493 - 1.0 0.679
Distance 0.544 0.161 0.283 = 0.249
Jy 1.0 1.0 1.0 1.0 -
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Table A.19: Significance of the OPg; Measure Results for BF-C2DL-MuSC (Adam). Stated are the minimal
distances €,;, of the ASO test for the BF-C2DL-MuSC OP g results with the Adam optimizer shown in Figure 3.21.
Bold distance scores ¢,,;, indicate that a method is significantly better than the compared baseline method (e, < 0.2,
a = 0.05).

Method Baseline I}d(:‘r}:it:f Boundary DIST Distance Jy
Adapted Border - 1.0 0.386 1.0 0.452
Boundary 1.0 = 0.285 1.0 0.419
DIST 1.0 1.0 - 0.999 0.761
Distance 0.008 0.008 0.009 = 0.0
Jy 1.0 1.0 1.0 1.0 -

Table A.20: Significance of the OP.y; Measure Results for BF-C2DL-MuSC (Ranger). Stated are the minimal
distances ¢, of the ASO test for the BF-C2DL-MuSC OPg results with the Ranger optimizer shown in Figure 3.21.
Bold distance scores ¢,,;,, indicate that a method is significantly better than the compared baseline method (¢, < 0.2,
a = 0.05).

min

Method ETan %d;;}:f:f Boundary DIST Distance Iy
Adapted Border - 0.997 0.615 0.995 1.0
Boundary 0.011 = 0.0 1.0 0.0
DIST 1.0 1.0 - 0.993 1.0
Distance 0.010 0.023 0.014 - 0.0
Jy 0.286 1.0 0.112 1.0 -

Table A.21: Significance of the OP ¢z Measure Results for Fluo-N2DL-HeLa (Adam). Stated are the minimal
distances ¢, of the ASO test for the Fluo-N2DL-HeLa OPg; results with the Adam optimizer shown in Figure 3.21.
Bold distance scores ¢,,;, indicate that a method is significantly better than the compared baseline method (e, < 0.2,
a = 0.05).

Method Baseline I;d:rl:;:f Boundary DIST Distance Jy
Adapted Border - 0.0 0.0 0.303 0.155
Boundary 1.0 - 0.990 1.0 0.991
DIST 1.0 0.052 - 1.0 1.0
Distance 1.0 0.074 0.745 - 1.0
Jy 1.0 0.040 0.058 0.786 -

Table A.22: Significance of the OP y; Measure Results for Fluo-N2DL-HeLa (Ranger). Stated are the minimal
distances ¢, of the ASO test for the Fluo-N2DL-HeLa OPgj results with the Ranger optimizer shown in Figure 3.21.
Bold distance scores ¢,,;,, indicate that a method is significantly better than the compared baseline method (¢, < 0.2,
a = 0.05).

min

Methed D ‘}id:l_lzlt:rd Boundary  DIST Distance 7,
Adapted Border - 0.077 0.0 1.0 1.0
Boundary 1.0 = 0.025 0.997 1.0
DIST 1.0 1.0 - 0.997 0.999
Distance 0.006 0.012 0.006 - 0.027
Jy 0.418 0.034 0.006 1.0 -




Table A.23: Significance of the OPy; Measure Results for PhC-C2DL-PSC (Adam). Stated are the minimal
distances ¢,,;, of the ASO test for the PhC-C2DL-PSC OP g results with the Adam optimizer shown in Figure 3.21.

Bold distance scores €, indicate that a method is significantly better than the compared baseline method (e,,;,, < 0.2,
@ = 0.05).

Method s I;d:r}:;;fi Boundary DIST Distance Jy
Adapted Border - 1.0 0.0 1.0 1.0
Boundary 0.024 = 0.0 0.916 0.382
DIST 1.0 1.0 - 0.994 0.994
Distance 0.023 1.0 0.010 = 0.485
Jy 0.143 1.0 0.010 1.0 -

Table A.24: Significance of the OP ¢z Measure Results for PhC-C2DL-PSC (Ranger). Stated are the minimal
distances e,,;,, of the ASO test for the PhC-C2DL-PSC OP; results with the Ranger optimizer shown in Figure 3.21.
Bold distance scores €, indicate that a method is significantly better than the compared baseline method (e,,;,, < 0.2,
a = 0.05).

min

Method Baseline I;d;.}:;:f Boundary Distance

Adapted Border - 0.682 0.0 0.941 0.388
Boundary 1.0 - 0.0 1.0 1.0
DIST 1.0 1.0 - 0.995 0.996
Distance 1.0 0.765 0.007 = 0.372
Jy 1.0 0.978 0.007 1.0 -
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microbeSEG Overview

Imaging

2D / 2D+t images

« various image file formats (.hdf, .czi, tif, ...)
« various image formats ([t,h,w,c], [t.c.hw], ..)
« metadata

“*OMERO

pr—r

|Add filter v - - ; — —
(R | O

o 2]

OMERO.insight / CLI

Elererinen 022
WI_ih 1548
Wi 200
e col

»

OMERO data management

« data importer supports over 150 file formats
« view metadata, data and segmentation results
« user and data management (groups, projects, datasets)

Share data, results and training dataT

!

Training data creation

« create training data crops (interactive selection)

« apply pre-labeling (see where trained models fail)
« import public/annotated segmentation data

« use ObiWan-Microbi for annotation

=R microbeSEG

’ deep learning model ’

Model training and evaluation

loss
AJl+

Inference and result export

« boundary and distance method available

« train models on created training data

« evaluate models on the test data (AJI+ metric)
« provide models for pre-labeling and inference

« apply trained models (best model preselected)
« analyze results (counts, object size, ...)

« export results

« correct results with ObiWan-Microbi

Figure B.1: microbeSEG Overview. See https://github.com/hip-satomi/microbeSEG for the microbeSEG manual with

Collaborative annotation & correction

A 4

ObiWan-Microbi g

Cell instance annotation
« manual annotation

« correction of microbeSEG pre-labels & results
« use Cellpose or Omnipose pre-labeling

illustrations and videos. Modified from [214].



https://github.com/hip-satomi/microbeSEG




Abbreviations

AJl Aggregated Jaccard index.

AJI+ AJI version that prevents overpenalization.

BF Bright-field microscopy.

C Channel or feature map number / channel dimension.

CCL Connected-component labeling.

CNN Convolutional neural network.

CSB Cell Segmentation Benchmark of the Cell Tracking Challenge.

CTB Cell Tracking Benchmark of the Cell Tracking Challenge.

CTC Cell Tracking Challenge.

DET Normalized acyclic oriented graph matching measure for detection.

DIC Differential interference contrast microscopy.

EM Embedding method (pixels of the same object should have similar values).
Fluo Fluorescence microscopy.

H Height / height dimension of an image or feature map.

N Batch size / batch dimension.

OPcsp Overall performance measure of the CSB.

PhC Phase contrast microscopy.

PM Proposal-based method, e.g., prediction of bounding boxes or polygon distances.
RM Regression method, e.g., prediction of distance maps.

R-CNN Region-based CNN [42], [104], [253].

SEG Segmentation accuracy measure based on the Jaccard similarity index.
SM Semantic method, e.g., prediction of foreground, background, and boundaries.
SNR Signal-to-noise ratio.

W Width / width dimension of an image or feature map.
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